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a b s t r a c t 

Relational databases are created for the purpose of handling and organizing sensitive data 

for organizations as well as for individuals. Although database security mechanisms and 

network intrusion detection systems (IDSs) are present, they have been found to be inad- 

equate or unsuitable in detecting threats specifically directed toward the database applica- 

tion layer. Therefore, an IDS especially for the database is needed. In this paper, we pro- 

pose random forest with weighted voting (WRF) and principal components analysis (PCA) 

as a feature selection technique, for the task of detecting database access anomalies, as- 

suming that the database has a role-based access control (RBAC) model in place. PCA pro- 

duces uncorrelated and relevant features, and, at the same time, reduces dimensionality 

for easier integration with large databases. RF exploits the inherent tree-structure syntax of 

SQL queries, and its weighted voting scheme further minimizes false alarms. Experiments 

showed that not only does the WRF result in improved false-positive and false-negative 

rates, but it is also fast in terms of model building and anomaly detection time. Moreover, 

for a given query, RF classification accuracy was found to be significantly affected by the 

type of command and the tables accessed, which, in turn, explains the confusion between 

some role classes. Lastly, both RF and PCA outperforms other state-of-the-art data mining 

techniques for the task of database anomaly detection, and WRF achieved the best perfor- 

mance, even on very skewed data. 

© 2016 Elsevier Inc. All rights reserved. 

 

 

 

 

 

 

 

 

 

1. Introduction 

Relational database management systems (RDBMS) have been the direct solution to handling and organizing big data

present in a great number of domains. However, not only data organization, but also security, is vital in the process. Orga-

nizations can share or release such data to third parties or even through the Internet [4,8] ; this can attract attention from

malicious entities inside and outside the company and pose serious threats on privacy and confidentiality, which can lead

to irreversible damages, lawsuits, and financial fraud [17] . Companies and organizations managing such data need to provide

strong guarantees about the confidentiality of these data to comply with legal regulations and policies [2] . Although access

control mechanisms are intact right from the deployment of an RDBMS, these alone are not enough to mitigate and defend

from malicious attacks [13] . 

Any strong and robust security framework is characterized by an intrusion detection system (IDS). Although the devel-

opment of IDS has been an active area of research in fields such as host and network systems, such setups have been found
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Fig. 1. Correlation plots of basic decimal features by role. In each plot, the x - and y -axis show the features that describe each query that will be explained 

later in this paper. Read-only roles 1–3 have similar correlation patterns. Although read/write roles 7–9 look different, on closer look some of the queries 

are almost the same. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

to be inadequate, ineffective, and unsuitable in detecting database-specific attacks [17] . Despite this, there are only a few

IDS studies specifically geared toward the security of RDBMS. Moreover, there is also the danger posed by insider threats. A

legitimate user with malicious intent is a more serious threat than a user with limited privileges [13] . Threats from the out-

side can be alleviated by defensive programming techniques, but those from the inside can be mitigated by these. Therefore,

the development of a high-assurance, attack-resilient IDS specifically for the RDBMS is very much needed. 

Intrusions in the context of database can be identified with different definitions, and this paper focuses on the role

intrusions against which the databases are operated with a role-based access control (RBAC) model [15] . RBAC has been

standardized by the NIST model and has been adopted in various commercial database management systems. Under an

RBAC system, permissions are associated with roles rather than with individual users. The key idea is to build profiles of

normal behavior for roles interacting with a database and detect anomalous behavior with the profiles as role intruders

who hold a specific role but deviate from the normal behavior of that role. An important advantage of providing an IDS for

RBAC databases is that it can protect against insider threats, which are much more difficult to defend against because they

are from legitimate users of the system who may have access rights to data and resources. The goal of the IDS is to identify

unexpected access patterns by authorized users and report them to the database administrators who are responsible for

making sure that certain security requirements are guaranteed. 

Among the components of an IDS, intrusion detection (ID) needs to be able to accurately identify normal queries from

abnormal ones (queries belonging to their appropriate role class are normal, while those deviating from their roles are

abnormal), to minimize false alarms as well as avoid giving administrators a false sense of security [14] . Fig. 1 shows some

of the role correlation plots after we translated raw data to basic decimal features. As can be seen in the figure, read-only

roles 1–3 have very similar plot correlations; these role classes may be easily confused with each other. Although read/write

roles 7–9 resulted in plots that look different, especially for the features at the middle of the graph, on closer look some of

their SQL queries are almost the same in form and style. 

For this role recognition task, we employ a data mining technique, random forest (RF), which will act as the core IDS

mechanism, to discriminate between role classes. Graph-based methods are not only suitable in modeling SQL query access

[26] , but also RF’s weighted voting mechanism effectively minimizes false-positive and false-negative rates. Moreover, to get

rid of largely correlated features, we also employ principal components analysis (PCA) as a feature selection and dimen-

sion reduction technique. We show that the two methods combined together can accurately recognize RBAC role classes

compared to other state-of-the-art techniques in data mining, even on very skewed 

1 data. 

The rest of the paper is organized as follows: Section 2 reviews the related work, while the system architecture and

feature extraction, random forest and principal components analysis, and, finally, weighted voting are discussed in Section 3 .

Section 4 presents the experimental results, and Section 5 concludes the paper. 
1 Skewness refers to how much the probability mass of data/access behavior accumulates toward the left or right half of the schema. This concept is 

frequently used to model nonuniform access. 



240 C.A. Ronao, S.-B. Cho / Information Sciences 369 (2016) 238–250 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

2. Related works 

Generally, IDSs are categorized as either signature based or anomaly based. In a signature-based system, the characteris-

tics of an attack must be explicitly defined and constantly updated to effectively carry out the blacklisting process. The main

drawback of this method is its ineffectiveness against new types of attacks, which makes it inherently susceptible to evasion

methods that take advantage of the expressiveness of the SQL or alternate character encodings [25] . Anomaly-based systems,

on the other hand, use a whitelist approach by defining the normal usage behavior patterns of the system to identify intru-

sions [14] . Normal profiles are created by training with normal system traffic, and intrusions are detected by measuring the

deviation of new traffic from the normal profile [1] . This method is clearly more effective than the former, since it enables

us to detect unknown threats without the need of knowing them, which is of great importance in protecting a database

with highly sensitive content. 

There have been a number of research works that have proposed the use of data mining techniques to implement an

anomaly-based IDS (as seen in Table 1 ). Among these are the use of association rules and data dependency mining. Hu et

al. [11] used classification rules, with the rationale that an item update does not happen alone and is accompanied by a

set of other events that are also recorded in the database logs. Srivastava et al. [28] introduced an improved version of the

former by generating rules for possibly less frequently accessed but more important attributes using attribute sensitivity.

Relevant works include Refs. [12, 20] , and [29] . However, such methods impose the burden of identifying proper support

and confidence values to the user [22] . In addition to that, hidden Markov models (HMM) were proposed by Barbara et

al. [3] to capture the change in a database’s normal behavior over time [3] . Consecutively, Ramasubramanian and Kannan

[23,24] proposed two database intrusion detection frameworks based on artificial neural networks (ANNs). Support vector

machines and multilayer perceptrons were utilized by Pinzon et al. [21] to detect SQL injection attacks. Moreover, Valeur

et al. [31] made use of Bayesian networks in their IDS framework. Although most of the above works have proposed com-

prehensive frameworks for a database IDS, they are either only focused on detecting outsider attacks (disregarding insider

threats) or very impractical when applied to typical database sizes (which usually contains a large number of tables and

attributes). Outsider attacks (e.g., SQL injection) can usually be mitigated by adopting suitable safeguards such as defensive

programming techniques and prepared statements; insider threats, however, are a much more difficult class of attacks to

detect and are potentially much more dangerous [14,18] . 

Our problem is most similar to [15] , which took advantage of the presence of RBAC and used a naïve Bayes classifier to

detect anomalous insider query access. This work did not take into consideration the tree-structured SQL query syntax, and

thus graph-based methods will most likely exploit this inherent attribute to produce a much better model [26] . However,

we believe that by making use of access control, which is the most fundamental and most pervasive security mechanism

today [19] , and SQL queries, which is the most basic avenue of accessing a database [21] , we will be able to block attacks

at the root of the problem and prevent them from penetrating the system when they are still trying to gain access into the

system. 

Meanwhile, Bockermann et al. [5] used tree kernels to model SQL statements and detect intrusions; although using tree

kernels enabled them to exploit the structure of the SQL syntax and proved that this, indeed, has a good effect on perfor-

mance, the method introduced a huge computational overhead, making anomaly detection drastically slow. We have stressed

the importance of timely detection in a previous work [27] and have concluded on candidate algorithms that perform well

with large query data sets. Therefore, in this paper, we show the advantage of using a suitable machine learning technique

for the task at hand. We develop an anomaly detection system based on the random forest algorithm, an ensemble classi-

fier composed of decision trees, which has been widely and successfully used in various IDS fields [10,16,32] . Furthermore,

considering that all the above works lack the necessary evaluation step of analyzing the features they have extracted, we

incorporate PCA, which has been found to perform well with query feature vectors, into our IDS mechanism [26] . With these

methods, we build a simple, practical, and effective IDS that is specifically tailored for the relational database. 

3. Random forest and PCA for anomalous access detection 

RBAC is exploited to model normal query access behavior through the use of roles. Normal query access for a role is

characterized by intrusion-free SQL logs, and we define abnormal or anomalous access as a query pattern or behavior that

deviates from this role. Given these ground truth role classes, we address this anomaly detection as a standard classification

problem. 

3.1. Intrusion detection system architecture 

Concept drift is an important issue for the problem of general intrusion detection, but our problem does not belong to

this case because it is based on the RBAC model, where authorizations are specified with respect to roles. Our IDS builds a

profile for each role and is able to determine role intruders that deviate from the normal behavior of that role. 

The proposed system for anomaly access detection is shown in Fig. 2 . The database logs are updated each time a query is

issued. In the training phase, normal logs entered by non-malicious users are gathered from the database and RBAC profiles

are taken into account to designate each log with its appropriate profile or role. These intrusion-free log query entries, with

their corresponding ground truth role classes, are then parsed and features are extracted from them. Features are assessed
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Fig. 2. Overall process of the database intrusion detection system. 

Fig. 3. Parsing queries to separate clauses. 

 

 

 

 

 

 

 

 

 

 

 

by the feature extractor, and, finally, they are fed to the data mining algorithm for training. It is important to note that the

trained model is periodically updated with newly collected normal logs, so as to minimize false alarms and model error

rate. 

The trained model produced from the training phase is then adopted as the IDS core mechanism to detect anomalies.

Each new query entered goes through the same parser, feature extractor, and anomaly detector, and is evaluated by the

most up-to-date trained model. If the query deviates from its corresponding role, an alarm is raised. This particular query

goes to an analysis engine for assessment and appropriate action execution. Otherwise, it freely goes to the database for

processing. 

3.2. Query log parsing and feature extraction 

The query parser divides parts of a query according to its query clauses, as illustrated in Fig. 3 . For simplicity, we illustrate

the clauses of the SELECT command: 

SELECT < Projection attribute clause > 

FROM < Projection relation clause > 

WHERE < Selection attribute clause > 

ORDER BY < ORDER BY clause > 

GROUP BY < GROUP BY clause > 

This process is also straightforwardly carried out to other types of queries (UPDATE, INSERT, and DELETE). From

these parsed queries, features are extracted from their individual elements, as seen in Fig. 4 . We define a fea-

ture vector, Q , composed of features (SQL-CMD[], PROJ-REL-DEC[], PROJ-ATTR-DEC[], SEL-ATTR-DEC[],
ORDBY-ATTR-DEC[], GRPBY-ATTR-DEC[], VALUE-CTR[]) , that corresponds to a query. The features extracted for
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Fig. 4. Extracting features from parsed queries. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

every query are summarized in Table 2 . Counting features are basic features that count the presence of an element in a

query clause (as plotted in Fig. 1 ), and ID features are those that indicate the position of an element in a query clause. This

makes counting features completely unaffected by the size of the database (with the exception of N A []), while ID features

depend on the number of tables and attributes in the schema. Counting features embody the basic feature subset require-

ment to achieve a good-enough performance, while ID features supplement and enhance algorithm detection/classification. 

Among the counting features, query mode, c , represents the query commands in numeric form: if the query command is

SELECT, it is represented by integer 1; if INSERT, integer 2; if UPDATE, integer 3; and if DELETE, integer 4. Query length, Q L ,

signifies the length of the query in terms of the number of characters that are present, including spaces. S V and S L denote

the number of string values present and the length of the concatenated string values, respectively. The number of numeric

values, JOINs, ANDs and ORs present are denoted by N V , J , and AO , respectively. The number of relations and attributes

present in a particular clause is represented by P R and P A for the projection clause, S A for the selection clause, O A for the

ORDER BY clause, and G A for the GROUP BY clause. Lastly, we also extracted features by counting the number of attributes

present in each table, signified by the convention notation N A [], which has the same number of elements as the number

of tables in the schema. This last feature is applied to all four clauses, i.e., projection, selection, ORDER BY, and GROUP BY

clauses. 

ID features are also applied to all four clauses. The position of projected relations, P RID [], has a number of elements equal

to the number of relations in the schema; i.e., if a certain relation/table is present in the query, it is denoted by binary

number 1 in its corresponding position; otherwise, it is represented by 0 in that position. This produces a binary string,

which is converted to its decimal form to get the final value of P RID []. The same logic is applied to the rest of the N AID []

features (the position of an attribute present in a particular clause), resulting in features that signify the position of the

elements present in the query in decimal form. 

A total of 21 features were extracted from a single query log, with some features (such as ID features) branching out to

several sub-features. Table 3 illustrates a simple example on how these features are extracted. 

3.3. Principal components analysis for feature extraction 

PCA is a dimension reduction and feature extraction method that transforms data set S with features y ∈ Y into a new

feature space to yield p ∈ P components, of which the top p ’s are called principal components that contain most of the

variance of S . With this, trailing p ’s, which do not contain much of the variance of S , can be eliminated, resulting in di-

mension reduction of S. The linear combination of variables y 1 , y 2 , . . . , y y , which will be the first principal component of

data set S, p 1 , is a 11 y 1 , a 12 y 2 , . . . , a 1 Y y y , where α weights are under the constraint a 2 
11 

+ a 2 
12 

+ . . . a 2 
1 Y 

= 1 . Consequently, the

second principal component p 2 is computed by a 21 y 1 , a 22 y 2 , . . . , a 2 Y y y , wherein p n is uncorrelated with p n −1 , and so on.

The variance-covariance matrix of S, A , has elements a i j ; the row of matrix A is called the eigenvectors, and the diagonal

elements of A are called the eigenvalues, which indicate the variance explained by components p . Because the sum of the

variances of all p ’s is always equal to the sum of the variances of all the variables of S, data are only transformed but the

information is not altered. This is why PCA is an effective and lightweight feature extraction technique, which can aid in

reducing the dimensionality of data in case of a very large database schema. 

Fig. 5 shows the effect of applying PCA on a sample data set S. Clearly, the correlation between features is visibly reduced

after the application of PCA on S. 

3.4. Random forest for anomaly detection 

RF is a data mining technique that makes use of the concept of bagging and simple decision trees (DTs). A C4.5 DT, the

basic component of a forest, utilizes information gain (IG), IG (y ) = I(S) − ∑ M 

m =1 
| s m | 
| s | · I( S m 

) , to select a feature y ∈ Y at every
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Fig. 5. Correlation plots (a) before and (b) after the application of PCA on query data set S . The x - and y -axes of (a) show the features that describe each 

query, and those of (b) show the principal components. The number of features is reduced from 58 to 10. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

node, where S is the query data set with a total number of queries s, s m 

is the number of queries in subset m after the

split is conducted using feature y , and I(S) is the entropy 
∑ K 

k =1 
| s k | | s | log 

| s k | | s | , where K is the number of role classes and s k

is the number of queries in class k . With the use of the selected feature through IG, the node is split into leaves and new

nodes are created in each leaf, resulting in the repetition of feature selection and splitting until all the queries in S are in

the same class. 

RF is an ensemble approach for classification that exploits bagging and random feature selection to create numerous

decision trees. Given a random forest F composed of a collection of decision trees, t = h ( q, θy ) , y ∈ Y , where θyεY are in-

dependent, identically distributed random features, each tree t casts a unit vote for the most popular class/role r ∗ at input

query instance q ∈ S , i.e., 

r ∗RF = arg max 
r∈ R 

∑ 

t∈ F 
[ h ( q | t ) = r ] . (1)

Combining the outputs of multiple decision trees into a single classifier supports the ability to generalize and diminishes the

risk of overfitting, despite not performing any pruning. This is because each tree is constructed using a different bootstrap

sample from the original data set. About one-third of the query instances are left out of the bootstrap sample every time a

tree is built. With the use of these left-out samples as test cases, an unbiased estimate of test set error, called out-of-bag

(OOB) error, is obtained. 

In addition to the OOB error, RF also gives good estimates of strength, correlation, and variable importance. It does not

require tuning of many parameters and can handle very unbalanced data sets (since the distribution of database query

access is usually very skewed) [7,15] . 

3.4.1. Weighted voting scheme 

Clearly, each tree in a random forest contributes differently to the overall classification of queries. Individual DTs have

different classification accuracies, so they have different strengths, which can be used to improve performance through

weighted voting, instead of only the conventional balanced voting. Exploiting the OOB error of each tree t in a forest F , we

can compute a weight w for each tree given a role class r . This enables us to weigh the voting impact of each tree by its

local performance, which is the rate of how correctly it can classify its OOB cases [9] . During the training phase, the weight

of each tree is computed by 

w t,r = 

∑ 

OOB samples scor e t,r ( q ) 

N OOB samples 

, (2)

where q is the query with class r in a set of OOB samples of a specific tree t , and 

scor e t,r ( q ) = 

{
1 , if tree t outputs class r for query q 
0 , otherwise 

. (3)

These weights are normalized by 

w t,r ( norm ) = 

w t,r − min w r 

max w − min w 

. (4)

r r 
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Algorithm 1. Pseudocode of RF with weighted voting. 

Training Phase: 

for tree t = 1 to T in forest F do 

Randomly sample training data S with replacement to produce S i 
Create a root node N i containing D i 
Call BuildTree( N i ) 

Evaluate tree t using Eqs (2) -( 4 ) on OOB cases for tree t to produce w t,r 

Save w t,r to matrix W 

end for 

Detection Phase: 

for new query q = 1 to Q do 

Evaluate q on forest F using Eqs. (5) -( 6 ) and W 

end for 

Fig. 6. An example of a zipf distribution ( N = 10). 

 

 

 

 

 

 

 

 

 

 

 

 

The normalized weights are then included into the probabilistic classification process during the detection phase: 

v otes ( q ) = 

∑ 

t∈ F 
w t, f ( norm ) · p r (q | t, lea f t ) , (5) 

resulting in a final classification outcome of 

r ∗W RF = argmax v otes ( q ) . (6) 

This weighted voting scheme effectively ranks the individual trees in the forest according to their performance on the OOB

queries during the training phase and increases the influence of better constructed trees compared to those with compara-

tively poor performance during the detection phase. Algorithm 1 shows the pseudocode of RF with weighted voting. 

4. Experiments 

We utilized the TPC-E database benchmark, which simulates the online transaction processing (OLTP) workload of a bro-

kerage firm, for all our experiments. The TPC-E schema is composed of a mixture of read-only and read/write transactions

that replicate the activities found in complex OLTP application environments. The database schema, data population, trans-

actions, and implementation rules were designed to be broadly representative of modern OLTP systems [30] . 

The TPC-E schema is composed of 33 tables, grouped into four categories that represent customer, broker, market, and

dimension data, with a total of 191 attributes. We adopted only the schema structure of TPC-E and its 11 standard transac-

tions, which corresponds to roles as if it was obtained from an RBAC model, for our experiments. 

4.1. Dataset generation 

Two types of datasets are generated aimed at diversifying the assessment of algorithms and mimic real-world scenar-

ios. The first dataset makes use of uniform probability distribution, while the second dataset utilizes the Zip f probability

distribution, which is commonly used to model non-uniform access [15] . The Zip f probability distribution is denoted by 

zip f ( X, N, s ) = 

x −s 

∑ N 
i =1 i 

−s 
, (7) 

where x ∈ X is the rank of a random element, N is the number of elements, and s is the degree of skewness. The greater the

value of s, the more skewed to a certain side of the schema the access becomes (as seen in Fig. 6 ). The effect of skewness

is further illustrated in Fig. 7 . Given role classes with role probabilities listed in Table 4 , elements of the schema are chosen
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Fig. 7. Raw SQL data with increasing skewness, s = [0, 5]. 

 

 

 

 

 

 

 

according to the uniform probability distribution and the zip f probability distribution for data set A and data set B, respec-

tively. We reference the transaction database footprint and pseudocode found in Ref. [30] for the role implementations. Each

role has a set of specific tables T (and its corresponding attributes A ) that it is allowed to access and a set of commands C

that it is allowed to execute. Each role also has the following eight probabilities: ( 1 ) the probability of using a command c

∈ C given a role r , p ( c | r ); ( 2 ) the probability of projecting a table t ∈ T given a command c and a role r , p ( P t | c , r ); ( 3 ) the

probability of selecting a table t given a set of projected tables P T , command c , and role r , p ( S t | P T , c , r ); ( 4 ) the probability

of projecting an attribute a given a projected table t , command c , and role r , p ( P a | P t , c , r ); ( 5 ) the probability of selecting an
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Fig. 8. Comparison of feature selection techniques under the grounds of the same number of features: (a) false-positive rates and (b) false-negative rates. 

(GA: genetic algorithm, GR: gain ratio, IG: information gain, PCA: principal component analysis). 

Tables: 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31 32 33

Role 1

Role 2

Role 3

Role 4

Role 5

Role 6

Role 7

Role 8

Role 9

Role 10

Role 11

Fig. 9. Accessible table overlaps between role classes. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

attribute a given a selected table t , command c , and role r , p ( S a | S t , c , r ); ( 6 ) the probability of including a random string or

numeric value v in the selection clause given a command c and role r , p ( v sn | c , r ); ( 7 ) the probability of including a JOIN J

given a command c and role r , p ( J | c , r ); and (8) the probability of including an AND or OR given a command c and role r ,

p ( AO | c , r ). 

One thousand queries were generated for each role class for both datasets. We consider these generated queries as

intrusion-free logs ready for parsing and for use with algorithm training. The system was built by taking insider threats

into consideration; therefore, anomalous queries for both were generated with the same probability distribution as the

normal ones, only that role annotation was negated [15] . When we say role negating, we mean that, if a certain normal

generated query is under role class 1, then if the query’s role is changed to any other role besides role 1, it is effectively

transformed into an anomalous one. Ten-fold cross-validation was performed and 30% of the total dataset was transformed

into anomalous queries for every run. 

4.2. Results and discussion 

Our previous work [8] found that PCA performs really well with SQL query data as a feature extraction method. We

further show the comparison results with other feature extraction techniques on the same ground in terms of number of

features retained. A genetic algorithm (GA) with maximum generation and a population size of 20 resulted in 68 selected

features from data set A. We then set the number of features for all other feature selection techniques to 68 in the consec-

utive runs. Fig. 8 shows the average false-positive and false-negative rates for all feature selection techniques paired with

different classifiers with the above configuration settings. PCA outperformed other feature selection techniques, which were

statistically significant with 99.9% confidence. 

Table 5 shows the confusion matrix of WRF with 700 trees after PCA feature selection on data set A [25] . Note that roles

1 to 6 are read-only roles (SELECT commands only) and roles 7 to 11 are read/write roles. Looking at the confusion matrix,

it is apparent that read-only role classes are much easier to discriminate than read/write role classes, with a classification

accuracy of 96.7%, as opposed to 86.94% for the latter. Among the read/write roles, classes 7 and 11 were highly confused

with each other. Upon further checking, we noticed that both roles include SELECT and INSERT commands (although role

11 has a small percentage of UPDATE and DELETE commands), and that all the tables accessed by role 11 are also accessed

by role 7 (although role 7 can access more tables than role 11), as seen in Fig. 9 . This results in query overlap between the
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Table 1 

Datasets used in the experiments. 

Authors Method Description 

Barbara et al. [3] Hidden Markov model Creates an HMM for each cluster 

Hu et al. [11] , Srivastava et al. [28] Association rules Mine dependencies among attributes 

Valeur et al. [31] Bayesian model Uses SQL grammar generalization 

Ramasubramanian and Kannan [23, 24] Artificial neural networks and genetic algorithm (GA) Use GA to speed up the training process of ANNs 

Kamra et al. [15] Naïve Bayes Takes into account imbalanced SQL query access 

Bockermann et al. [5] Tree kernels Exploit the inherent tree-structure of SQL queries 

Pinzon et al. [21] Support vector machines Use agent-based intrusion detection 

Table 2 

Description of the query features. 

Vector field Description Feature elements 

SQL-CMD[] Command features Query mode, c 

Query length, Q L 
PROJ-REL-DEC[] Projection relation features Number of projected relations, P R 

Position of projected relations, P RID 

PROJ-ATTR-DEC[] Projection attribute features ( P A , P A [], P AID []) 
a 

SEL-ATTR-DEC[] Selection attribute features ( S A , S A [], S AID []) 
a 

ORDBY-ATTR-DEC[] ORDER BY clause features ( O A , O A [], O AID []) 
a 

GRPBY-ATTR-DEC[] GROUP BY clause features ( G A , G A [], G AID []) 
a 

VALUE-CTR[] Value counter features Number of string values, S V 
Length of string values, S L 
Number of numeric values, N V 
Number of JOINs, J 

Number of ANDs and ORs, AO 

a Convention ( N A , N A [], N AID []): N A — number of attributes in a particular clause N A [] — number 

of attributes in a particular clause counted per table N AID [] — position of the attributes present in 

a particular clause, represented in decimal 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

two roles—the classifier was easily confused because some queries were too similar. We note that, because we did not put

much restriction on attribute access (those that fall under the accessible tables of a role), this bit also contributes to role

confusion. In real-world scenarios wherein attributes in accessible tables are also access restricted, i.e., a role can access a

table but it cannot access all of its attributes, confusion will surely be minimized between the role classes mentioned above

while using our proposed extracted features. Moreover, the confusion results serve as a proof that the classifier was able to

learn which tables were being accessed through the proposed ID features. 

Regarding confusion between read-only and read/write role classes, roles 5 and 6 were both noticeably confused with

role 8. Given that the mentioned role classes have 3–4 table overlaps (among those that they can access), confused instances

occurred mainly because role 8 has a very large percentage of issuing SELECT commands. The table overlaps added to the

reason why roles 5 and 6 were more confused with role 8 compared to the other read-only role classes. Again, with a more

thorough attribute restriction within accessible tables, this can be alleviated. Otherwise, query timestamp or query sequence

can also be included in the pool of features. 

Using data set B with a skewness of 5, we found that WRF performed better, achieving an accuracy of 95.87% (as seen

in Table 6 ). Confusion between roles 7, 9, and 10 were mainly due to the skewness—these roles mostly issue queries with

Tables 1-5 , which show where the skewness leans away from. The lesser the probability of issuing queries with Tables

1-5 (compared to other tables), the lesser the chances for the classifier to learn query behaviors associated with them.

However, even with uneven access probability distribution with regard to the rest of the tables (6–33), WRF still performed

fairly well in discriminating between roles. 

Lastly, Tables 7 and 8 show the comparison of false-positive and false-negative rates of different data mining algorithms

with dataset B. Results show that WRF outperformed other algorithms in almost all cases except in a couple of cases and

that WRF achieved a considerable improvement from RF. When the skewness is high ( s = 5), WRF might produce a little

more false-positive errors than RF, as it would misclassify some low proportional abnormal data as normal with a lower

probability. On the other hand, when the skewness is low ( s = 0), WRF produces similar false-negative errors to RF, as the

weight of WRF does not have significant meaning for the same proportion of data. Naïve Bayes turned out to be the worst

classifier (as opposed to the result of Ref. [6] ), and ANN’s performance was relatively close to RF’s. However, when we con-

sider algorithm time complexity, an ANN model is too slow to build (as seen in Table 9 ). SVM was also the slowest to detect

an anomaly (in case a query was anomalous), and these drawbacks have a great impact on efficiency since promptness is

very crucial to an IDS. 

Depending on a false-positive and false-negative threshold, the performance can be different. If a system processes a

million queries every hour, then raising an alarm for 3.4% of them might be unacceptable. We will have to provide the ROC

curve to help the database administrator (DBA) control the thresholds according to their security standards. 
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Table 3 

An example of feature vector construction. 

SQL command Vector files Feature element Feature values 

SELECT R 1 .A 1 ,R 1 .C 1 , R 2 .B 2 ,R 2 .D 2 FROM R 1 ,R 2 
WHERE R 1 .B 2 = ’1’ AND R 2 .B 2 = ’sql’ ORDER 
BY R 2 .B 2 GROUP BY R 1 .A 1 

SQL-CMD[] C 1 

Q L < length of query; how many 

characters, including spaces > 

PROJ-REL-DEC[] P R 2 

P RID < 11 > = 3 

PROJ-ATTR-DEC[] P A 4 

P A [] [2, 2] 

P AID [] [1010, 0101] = [10, 5] 

SEL-ATTR-DEC[] S A 2 

S A [] [1, 1] 

S AID [] [0100, 0100] = [4, 4] 

ORDBY-ATTR-DEC[] O A 1 

O A [] [0, 1] 

O AID [] [0 0 0 0, 010 0] = [0, 4] 

GRPBY-ATTR-DEC[] G A 1 

G A [] [ 1 , 0] 

G AID [] [10 0 0, 0 0 0 0] = [ 8 , 0] 

VALUE-CTR[] S V 1 

S L 3 

N V 1 

J 0 

AO 1 

Table 4 

Role probabilities governing access behavior. 

Probability Description 

p ( c | r ) The probability of using a command c ∈ C given a role r 

p ( P t | c , r ) The probability of projecting a table t ∈ T given a command c and a role r 

p ( S t | P T , c , r ) The probability of selecting a table t given a set of projected tables P T , command c , and role r 

p ( P a | P t , c , r ) The probability of projecting an attribute a ∈ A given a projected table P t , command c , and role r 

p ( S a | S t , c , r ) The probability of selecting an attribute a given a selected table S t , command c , and role r 

p ( v sn | c , r ) The probability of including a random string or numeric value v ∈ V in the selection clause given a command c and role r 

p ( J | c , r ) The probability of including a JOIN J given a command c and a role r 

p ( AO | c , r ) The probability of including an AND or OR given a command c and a role r 

Table 5 

Role probabilities governing access behavior. 

Roles 1 2 3 4 5 6 7 8 9 10 11 Avg. 

1 10 0 0 0 0 0 0 0 0 0 0 0 0 100 .00% 

2 0 990 0 0 0 3 5 0 0 2 0 99 .00% 

3 0 0 993 1 2 0 0 4 0 0 0 99 .30% 

4 1 0 7 985 5 0 0 0 2 0 0 98 .50% 

5 0 4 1 2 907 12 0 70 1 3 0 90 .70% 

6 0 6 0 0 6 927 0 44 0 16 1 92 .70% 

7 0 4 1 0 6 0 864 5 4 8 108 86 .40% 

8 0 0 3 0 57 114 0 798 6 17 5 79 .80% 

9 0 1 7 4 3 0 3 8 962 0 12 96 .20% 

10 0 1 0 0 1 15 3 10 0 969 1 96 .90% 

11 0 2 1 0 10 2 135 28 38 30 754 75 .40% 

Recall: 92 .26% 

 

 

 

 

 

 

4. Conclusions 

In this paper, we have presented an efficient, practical, and robust IDS especially tailored for RBAC-administered

databases. It can help in protecting against insider threats by classifying with high accuracy and high speed the unau-

thorized queries against the large number of queries. We utilized PCA as a feature extraction method and weighted random

forest as a core detection mechanism. Experiments showed that PCA not only produced relevant and uncorrelated features

and reduced data dimensionality, but also outperformed all other feature selection techniques in terms of performance. RF

handles non-uniform database query access very well. On top of that, the weighted voting scheme further lowered the false-
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Table 6 

Confusion matrix of the weighted random forest for data set B ( s = 5). 

Roles 1 2 3 4 5 6 7 8 9 10 11 Avg. 

1 10 0 0 0 0 0 0 0 0 0 0 0 0 100 .00% 

2 0 992 1 0 2 0 0 0 5 0 0 99 .20% 

3 1 0 999 0 0 0 0 0 0 0 0 99 .90% 

4 1 0 0 999 0 0 0 0 0 0 0 99 .90% 

5 1 2 0 1 994 0 0 0 1 0 1 99 .40% 

6 0 0 0 0 0 954 0 46 0 0 0 95 .40% 

7 0 0 0 0 2 0 759 0 138 101 0 75 .90% 

8 0 0 0 0 0 34 0 964 0 0 2 96 .40% 

9 0 14 0 0 6 1 9 0 967 3 0 96 .70% 

10 0 0 1 0 2 0 74 0 4 919 0 91 .90% 

11 1 0 0 0 0 0 0 0 0 0 999 99 .90% 

Recall: 95 .87% 

Table 7 

False-positive rates of different data mining algorithms with increasing skewness (NB: Naïve 

Bayes, BN: Bayesian network, SVM: support vector machine, KNN: k -nearest neighbor, ANN: 

artificial neural network, RF: random forest, WRF: weighted random forest). 

S NB BN SVM KNN J48 ANN RF WRF 

0 0 .2842 0 .1877 0 .1281 0 .1421 0 .1090 0 .0886 0 .0870 0 .0662 

1 0 .2535 0 .1347 0 .0797 0 .0753 0 .0660 0 .0492 0 .0421 0 .0340 

2 0 .2382 0 .1014 0 .0757 0 .0573 0 .0601 0 .0595 0 .0386 0 .0332 

3 0 .1966 0 .0814 0 .0683 0 .0553 0 .0545 0 .0577 0 .0417 0 .0366 

4 0 .1831 0 .0708 0 .0656 0 .0552 0 .0539 0 .0614 0 .0419 0 .0362 

5 0 .1384 0 .0609 0 .0562 0 .0536 0 .0494 0 .0508 0 .0400 0 .0419 

Avg. 0 .2157 0 .1061 0 .0789 0 .0731 0 .0655 0 .0612 0 .0485 0 .0414 

Table 8 

False-negative rates of different data mining algorithms with increasing skewness. 

S NB BN SVM KNN J48 ANN RF WRF 

0 0 .01484 0 .00883 0 .00623 0 .00824 0 .00651 0 .00298 0 .00396 0 .00429 

1 0 .01303 0 .00612 0 .00268 0 .00350 0 .00333 0 .00232 0 .00162 0 .0 0 067 

2 0 .01010 0 .00460 0 .00266 0 .00178 0 .00221 0 .00261 0 .00189 0 .0 0 081 

3 0 .00928 0 .00212 0 .00264 0 .00179 0 .00219 0 .00152 0 .00189 0 .00108 

4 0 .00975 0 .00348 0 .00442 0 .00192 0 .00232 0 .00180 0 .00163 0 .0 0 067 

5 0 .00749 0 .00303 0 .00205 0 .00219 0 .00218 0 .00218 0 .00122 0 .00122 

Avg. 0 .01075 0 .00470 0 .00345 0 .00324 0 .00312 0 .00224 0 .00203 0 .00145 

Table 9 

Time complexity comparison of data mining algorithms in terms of model building and 

anomaly detection time (s). 

Time NB KNN ANN SVM BN J48 RF Avg. 

Building 2 .558 2 .575 248 .229 30 .320 4 .421 6 .119 4 .729 42 .707 

Detecting 0 .167 0 .823 0 .043 4 .339 0 .054 0 .015 0 .019 0 .780 

 

 

 

 

 

 

 

 

 

 

 

positive and false-negative rates as compared to RF. Through the confusion matrix of WRF, it was found that read-only role

classes are much easier to recognize than read/write ones and that features related to command type and tables accessed

greatly affect learning and classification, which, in turn, results in confusion between roles in some cases. 

More detailed feature extraction processes are needed to alleviate this problem, but in real-world scenarios wherein

attributes within an accessed table are also regulated and limited according to roles, confusion rates will also be minimized.

Lastly, using skewed data, WRF outperformed all other state-of-the-art data mining algorithms, including conventional RF,

for the task of database intrusion detection. 

For better validation, we need real SQL query sequences collected from a data server. Even though we tried to generate

the simulated dataset to be as realistic as possible, it is difficult to assess how representative of a real system it is. This

problem also calls for the challenge of collecting clean ground truth data. The efficacy of the IDS algorithm is directly tied

to the ground truth, and it would have been useful to understand how much data are needed to reach an acceptable level

of efficacy. The proposed method will be evaluated using real data collected from a server. These are the most urgent future

works that we have to investigate. We also need more endeavor to find the optimal parameters for the machine learning

algorithms automatically. 
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