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a b s t r a c t
Algorithmic bias indicates the discrimination caused by algorithms, which occurs with protected features
such as gender and race. Many researchers have tried to define the fairness and devise methods to mitigate bias, but it is still premature to reach the unanimous definition and evaluation metrics of fairness
according to society, times and cultures. In this paper, we introduce three evaluation metrics such as parity difference, equalized opportunity and equalized odds that can deal with various definitions of algorithmic bias, and concretely divide the three general approaches further into seven methods with
some challenges, resulting in relabeling, generation, fair representation (for pre-processing), constraint
optimization, regularization (for in-processing), calibration and thresholding (for post-processing).
Among them, the pre-processing method is widely used due to its versatility, but it has limitation to deal
with the information on data and features related with bias appropriately. In order to preserve the characteristics of the original data while excluding the information about the features causing bias, we propose a preprocessing approach based on information theory that avoids collision in the dual optimization,
where the latent space is divided into two subspaces. Experiments are conducted with the well-known
benchmark datasets of Census and COMPAS, and two real-world tasks: facial emotion recognition and
text sentiment analysis. The information theoretic approach is promising to achieve fair machine learning
by reducing the bias caused by several features such as age, race and gender.
Ó 2022 Elsevier B.V. All rights reserved.

1. Introduction
Artificial intelligence (AI) systems are increasingly used in highstakes decisions in loan applications [1], dating and hiring [2,3].
There are advantages to algorithmic decision-making; unlike
human, AI does not become tired [4,5]. However, like human, AI
is vulnerable to discrimination that renders its decisions ‘‘unfair”
[6,7]. Discrimination is the unfair treatment of individuals based
on specific features, also called sensitive attributes (or protected
features) such as gender and race1,2. It has been found that machine
learning not only leads to unexpected results with bias [8-13], but
also has amplified algorithmic bias [14]. For example, the software,
Correctional Offender Management Profiling for Alternative Sanctions (COMPAS), is a well-known case that measures the risk of a

⇑ Corresponding author.
E-mail addresses: seago0828@yonsei.ac.kr (J.-Y. Kim), sbcho@yonsei.ac.kr (S.-B.
Cho).
1
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person to recommit another crime. COMPAS is used to decide
whether to release the criminal or not. Analysis of the software’s
results found that there is a bias against African Americans. COMPAS
gives African-American offenders a higher risk score than Caucasians, even if they have the same profile, which shows that it is
not any better than a normal people [14]. Another example is a FICO
score which is a credit score created by the Fair Issac Corporation
(FICO). As a result of comparing the credit score for the four races
(Asian, White non-Hispanic, Hispanic, and Black) with the prediction
of loan repayment within 90 days, Asian and White non-Hispanic
received higher credit than Hispanic and Black [15]. These tools
are used in court or in actually making decisions that affect the lives
of people. Therefore, it is important for researchers to consider fairness constraints and potential harmful effects while designing the
downstream applications, algorithms or systems.
In the past decades, research to define fairness has been carried
out in a variety of fields from philosophy and education to algorithms and computer science [8,15-20]. Due to the various definitions and studies to mitigate bias, it is important to organize them.
We reiterate and provide some of the most widely used definitions
based on the potential differences that exist within the group: Par-
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the characteristics that cause bias, as a dual optimization problem
[44,45,49,50]. However, there is a limitation in that learning for
two purposes is in conflicting directions. To overcome it, in this
paper, we propose a bias mitigation method based on information
theory. Basically, the goal is to learn a latent variable z that stores
all information of data x except that of protected feature a. It can be
achieved by setting the objective function with information theory
as equation (7).

ity Difference (PD), Equalized Opportunity (OPP), Equalized ODDs
(ODD). They are for evaluation by the protected features used as
inputs to the AI model, outputs and the actual labels. The details
are as follows:
Definition 1. (Parity difference). One of the earliest definitions of
fairness, as known as statistical parity, this metric defines fairness
as the equality of the probability to be classified as a positive label
in each group, which is formulated in Eq. (1). This is the simplest
metric to evaluate the fairness of the model, but it does not take
into account the innate differences between groups. To evaluate it
for various protected features A ¼ fa1 ;    ; ak g, absolute difference
between probabilities to be classified as positive for each group is
calculated as shown in Eq. (2).

^ ¼ 1x; a ¼ 1Þ ¼ Pðy
^ ¼ 1jx; a ¼ 0Þ
P ðy

ð1Þ

PD ¼ Ra2A jPRa¼1  PRa¼0 j

ð2Þ

max L ¼ IðZ; X Þ  bIðZ; AÞ

where I represents the mutual information, X is the data, Z is the
latent variable, A is the protected attribute, and b is a coefficient
to balance the two terms. Although this equation can make z fair,
it is difficult to train the model by setting it as a loss function
because it is intractable. Eq. (7) can be approximated with variational inference to derive lower bound (LB) of the first term and
upper bound (UB) of the second term, and the model is trained so
as to maximize LB and minimize UB, respectively. Here, we formulate it with information bottleneck theory, resulting in separated
latent space. The model for learning the fair representation consists
of encoder, decoder, mitigation function and discriminator. The mitigation function using Markov property transforms the latent space
z into another space r without discrimination. Mitigation functions
and discriminators interact with each other as they learn to remove
and classify protected features that exist in latent space, respectively. The proposed learning method not only solves the existing
methodological inconsistency by separating the latent space, but
also achieves the reduction of bias against various protected features. This capability is one of the important issues in mitigating
bias since the fairness is various according to the society and
culture.
The rest of this paper is organized as follows. In Section 2, we
present the state-of-the-art research for solving the algorithmic
bias with seven subcategories. The proposed model is presented
in Section 3 and the evaluation is performed in Section 4. Section 5
presents the summary and some discussion.

where PR represents the positive rate and b
y is the predicted label.

Definition 2. (Equalized Opportunity). To consider the potential
difference between the groups, Equalized Opportunity is defined
by computing the probability of a datum in a positive label being
classified as positive for both groups as described in Eq. (3). The
metrics to measure the OPP is formulated in Eq. (4).

^ ¼ 1jx; a ¼ 1; y ¼ 1Þ ¼ P ðy
^ ¼ 1jx; a ¼ 0; y ¼ 1Þ
P ðy

ð3Þ

OPP ¼ Ra2A jTPRa¼1  TPRa¼0 j

ð4Þ

where TPR is true positive rate and y is real label.
Definition 3. (Equalized Odds). This uses false positive rate (FPR)
as well as TPR as another way to account for potential differences
between groups as shown in Eq. (5). ODD is the average of the differences between TPR and FPR for each group as described in Eq.
(6).

^ ¼ 1x; a ¼ 1; yÞ ¼ Pðy
^ ¼ 1x; a ¼ 0; yÞ; y 2 f0; 1g
P ðy
ODD ¼ Ra2A

jTPRa¼1  TPRa¼0 j þ jFPRa¼1  FPRa¼0 j
2

ð7Þ

2. Mitigating algorithmic bias

ð5Þ

Extensive studies have been conducted to achieve the fairness
in AI model, and generally categorized in three approaches: preprocessing, in-processing and post-processing. Pre-processing
solves the problem by eliminating the bias present in the training
data itself. In-processing reduces the bias by adding a constraint to
the learning algorithm even if there is a bias in the data. Postprocessing ensues decisions themselves. For the more detailed
specification, we investigate and reorganize them as seven subcategories as follows.
Relabeling: It transforms the label of the training data according
to a specific condition to solve the imbalance in the data or make
the positive rate equal across all protected groups. In this
approach, the dependent variable is inverted or modified
[9,12,21-23,26-28,82] or otherwise the distribution of one or more
variables are changed directly in the training data [25,32]. The purpose is to 1) make the distribution of groups by protected features
the same as the whole distribution, or 2) make the distribution of
groups by protected features the same as each other, which is formulated as Eqs. (8) and (9). For example, Calmon et al. reversed
label y or bias-related feature a through the distance between
the distributions for each group [21]. Feldman et al. trained the
predictor for a and changed it with some conditions [9]. Fairness
can be achieved by adjusting attributes that affect the bias, but
reliable results may not be obtained due to modification of the
original data.

ð6Þ

To build a fair AI model, three criteria need to be considered:
fairness, expressiveness, and utility [13,21]. Fairness can be evaluated by the three measures introduced by how the model is treated
fairly without bias between groups. Expressiveness is how the
value after applying the method of processing data expresses the
information of the original data. It can be evaluated by the performance obtained from the various classifiers. Utility is an evaluation
of tasks that the AI model must perform.
To mitigate the discrimination in AI systems, several methods
have been studied and they can generally be categorized into three
approaches depending on where the method is applied in the AI
process (data, model, and output) as shown in Fig. 1: preprocessing, in-processing and post-processing. In this paper, they
are reorganized and subcategorized into seven methods: relabeling
[12,22-32], generation [22,26,33-43], fair representation [13,4456], constraint optimization [13,57-66], regularization [9,67-74],
calibration [62,75-79] and thresholding [15,26,38,80,81]. We have
discussed them in detail in Section 2.2. Relabeling, generation, and
fair representation, which belong to pre-processing approach, are
attracting attention because of their versatility that can be easily
applied to various tasks without restrictions. This approach preserves the original characteristics of the data and removes only

dðpðyaÞ; pðyÞÞ 6 e
27

ð8Þ
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Fig. 1. The three approaches to solve the algorithmic bias.

dðpðyja ¼ 0Þ; pðyja ¼ 1ÞÞ 6 e

ð9Þ

Constraints optimization has similar aspects to the regularization approach [13,57-62,64-66]. It often adds fairness term into
the objective function operating on the confusion matrix during
model training. For examples, as shown in Eq. (12), Zafar et al. proposed a method to balance true positive, false positive, true negative, and false negative for each group while training the model
[83]. We can easily use this approach in the definition of a bias
to be mitigated. However, similar to regularization, it can be
applied regardless of the data domain, but it may cause instability
in model training due to complex non-convex problem.

where dð; Þ is a function to measure the distance, y is a real label, a
is a protected feature, and  is a minimum margin.
Because it changes the characteristics of the data itself, the bias
that may occur in the data collection process (e.g., crime rate investigation in many African-American regions) can be solved, but data
distortion occurs. In addition to this problem, challenges for proxy
discrimination remain because a race can be inferred from address
attributes such as zip code.
Generation: In the generation approach, there are two objectives: creating fair samples for the training set [37,39,40,42-44]
and identifying the groups that are significantly disadvantaged
by a classifier [33,43]. They assumed the bias caused by the imbalance conditions of training dataset for each group, so they aimed to
make the original data balanced without modifying the characteristics of the data. As formulated in Eq. (10), a generative model creates virtual data to make distributions for each group the same as
each other. However, in this approach, sufficient amounts of data
are required for each group to avoid negatively affecting performance or fairness, and outlier can be problematic. Research is
needed to generate virtual data while maintaining the distribution
characteristics of each group.

pðyg ðz; aÞ; a ¼ 0Þ ¼ pðyg ðz; aÞ; a ¼ 1Þ

^jx; a ¼ 0Þ  pðy
^x; a ¼ 1Þj 6 e
min LðMÞs:t:jpðy

where M is a model and b
y is a predicted label.
Calibration: It is the process of ensuring that the probability of
positive predictions is equal to that of positive examples [82]. In
the viewpoint from fairness, it is interpreted as giving a corresponding price (proportion of positive predictions) according to
the ability (proportion of positive examples) of each group
[43,79,84]. The main goal of this approach is described in Eq.
(13) which changes the predicted label to make distribution of
one group same as that of the other group.

f : Y^ ! Y^ s:t:pðy 2 Y  ja ¼ 0Þ ¼ pðy 2 Y  ja ¼ 1Þ

ð13Þ

b  is a set for changed
where f is a function for calibration and Y
labels after prediction.
Calibration is partly useful when the output is not used as a
direct decision and is used for fairness evaluation [78]. However,
it cannot be applied to multiple groups or protected features at
once [75-78]. Pleiss et al. even address that the calibration is a
competing objective with high performance of model [79].
Thresholding: It is a post-processing approach that discriminatory decisions are closer to decision boundaries due to decision
maker bias [28] and that humans apply threshold rules when making decisions [85]. The general approach is to give each group different threshold values according to experts for fair decision. As
described in Eqs. (14) and (15), Kamiran et al. proposed a method
of predicting labels by applying rules based on expert knowledge
for results that the model is not sure of [86]. Various definitions
of fairness can be obtained, but user intervention is required in
analyzing results and setting rules. When a user intervenes in the
model output, a user’s bias can act, so research is needed to minimize user intervention such as learnable thresholds.

ð10Þ

where g is a generative model and z is a random variable.
Fair representation: It learns a new representation in which bias
is eliminated while the information of original data is preserved for
solving model’s task [13,44-56]. There are two kinds of approach
using 1) tractable variational distributions [13,45,49-51], and 2)
adversarial learning [44,47,48,50]. They can be applied to downstream tasks, but data characteristics could be distorted. This
approach has a number of challenges: 1) Preservation of characteristics of original data, 2) maintenance of utility required for solving
a given task, 3) fairness, and 4) optimization to achieve the three
conditions. It can be formulated as in equation (7), but the conflict
between the first and second terms of RHS remains as a challenge.
Regularization and constraints optimization: Generally, we have
used regularization to keep from overfitting by penalizing the complexity of the model. Likewise, the discrimination can be prevented
by adding one or more penalty terms when training the model as
in Eq. (11) [74]. Several convex loss functions with bias term have
been studied while balancing for fairness and utility
[9,57,63,67,69-71,73,74].

min L1 ðx; yÞ þ bL2 ðx; y; aÞ

ð12Þ

^jxÞ; 1  pðy
^jxÞ 6 h
F ¼ max ½pðy

ð11Þ
y ¼

where L1 and L2 are loss functions for utility and fairness, respectively, and b is a coefficient for balancing the two terms. It can be
applied irrespective of the data domain, but it is necessary to study
on negative affection on model performance because of tuning
hyperparameters required.

8
>
<
>
:

ð14Þ

b
yF  h
0F > 0; a ¼ 0

ð15Þ

1F > 0; a ¼ 1

where h is a threshold fixed by dataset or expert.
Table 1 shows the pros and cons for each method. We note that
post-processing methods are relatively rare compared to pre-/in28
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Table 1
The summary of the related works.
Approaches

Pros

Cons

Methods

Description

Challenges

References

Pre-processing

Prevent bias through
sophisticated
preprocessingPossible
to resolve bias present
in data

Occur
individual
distortion
that loses

Relabeling

Transform the label of
the training data
according to a specific
condition
Create samples for the
training set or identify
the groups that are
significantly
disadvantaged by a
classifier
Learn a new
representation in
which bias is
eliminated while
preserving the
information of original
data
Add fairness term into
the objective function
operating on the
confusion matrix
Add one or more
fairness-related
penalty terms when
training the model
Ensure that the
probability of positive
predictions is equal to
the probability of
positive examples
Apply threshold rules
in decision making

Method considering data distortion
and proxy discrimination

[14,24-34]

Generative model that maintains
the distribution characteristics of
each group even with little data

[24,28,35-45]

Learning method to express the
data from which only the
information on the protected
features has been removed while
maintaining the information of the
data

[15,46-58]

Algorithm that efficiently performs
complex non-convex optimization

[15,59-68]

Method to terms related to model
performance and regularization

[9,69-76]

Calibration to maintain the model
performance

[64,77-81]

Threshold setting process with
minimal user intervention

[17,28,40,82,83]

Generation

Fair
representation

In-processing

Post-processing

User complete
dataApplicable
regardless of data

Achievable of zero
biasApplicable to all
data and models

Instability
due to
constraints
added to the
learning
algorithm

User
intervenes to
analyze
results and
control
decision
boundary

Constraint
optimization

Regularization

Calibration

Thresholding

z. Decoder D reconstructs data x’ with z that is the feature of x extracted from encoder E, which runs with the mutual information
between latent variable z and data x. However, there is an information causing the bias still existed in z. The mitigation function m
modifies z to the other latent space r while eliminating the information of protected attributes in z. The regularizer C verifies m’s
capability to mitigate the bias. As a result, the training procedure
learns fair representation without adversarial training to achieve
the expressiveness and fairness. The classifier M performs the AI
model’s task with r, resulting in achieving the utility. In Section 3.2,
we derive the basic approximations of Eq. (7) with the inconsistency remained.

processing methods, and some methods can be included in several
categories. Recently, projects for a fair AI model are still being carried out and published on platforms such as github: AIF360 [87],
Fairlearn,3 Aequitas [88], Responsibly [89], Fairness,4 FairTest [90],
Fairness Measures,5 Audit AI,6 Dataset Nutrition Label [91], ML Fairness Gym, and survey [92].Table 2.

3. Information theoretic approach to bias mitigation
The objective of the pre-processing approach as shown in Eq.
(7) consists of the difference between the mutual information
between data x and representation z and the mutual information
between protected features a and z. Thus, maximizing it would
generate the latent space from which the information about protected features is removed while maintaining the original information of the data. However, it is hard to maximize the mutual
information in equation (7) directly as it requires access to the posterior [84]. Fortunately, we can obtain the lower bound by using
variational inference. However, as illustrated in Fig. 2(a), there is
inconsistency on maximizing the first term while minimizing the
second term (described in red and blue arrows). To overcome this
problem, as shown in Fig. 2(b), an alternative derivation of equation (7) can be used to mitigate the bias by separating the latent
space as z and r.
Fig. 3 shows the overall architecture of the proposed method
that consists of three parts satisfying each criterion. Encoder E
extracts the features of data x and projects them into latent space

3.1. Dual optimization for bias mitigation
There are many issues of intractability when achieving fair representation through Eq. (7) [84,93]. We can obtain the similar
results by maximizing the lower bound to maximize Ið X; Z Þ, which
represents the association between data and latent variables.
Inspired by Chen et al., we derive the lower bound of Ið Z; X Þ as
shown in Eqs. (16)–(19).
Table 2
Comparison of the proposed method with previous works.

3

https://github.com/fairlearn/fairlearn.
https://github.com/kozodoi/Fairness.
5
http://www.fairness-measures.org/, https://github.com/megantosh/fairness_nea
saures_code/tree/master.
6
https://github.com/pymetrics/audit-ai.
4

29

Model

C1

C2

Inconsistency?

General AI model
Zemel et al. (2013) [15]
Edwards et al. (2016) [46]
Madras et al. (2018) [49]
Feng et al. (2019) [50]
Amini et al. (2019) [51]
Song et al. (2019) [52]
Ours

X
O
X
X
O
O
O
O

X
X
O
O
X
X
O
O

X
X
O
O
O
O
D
X
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ð16Þ

 0 i
Ex0 pðxjzÞ logp x jz
þ H ð xÞ

ð17Þ

h

 0 i
þ H ð xÞ
 EzqðzjxÞ Ex0 pðxjzÞ logQ x jz

ð18Þ


 0 
¼ Ex0 Pðx0 Þ;zqðzjxÞ logQ x jz þ HðxÞ

ð19Þ

¼ EzqðzjxÞ

h

where Q and q represent the decoder and encoder functions,
respectively, p means real distributions and H is the entropy. From
Eq. (17) to Eq. (18), we use the fact that Kullback-Leibler divergence
is non-negative. Let the first term of Eq. (19) be Lr :
At the same time, we should minimize the Ið Z; AÞ to achieve the
Eq. (7). Inspired by Alemi et al., we can minimize Ið Z; AÞ by reducing the upper bound, and we derive it from Eqs. (20)–(24).

IðZ; AÞ  IðZ; X; AÞ

ð20Þ

¼ EpðX;Z;AÞ ½log pðzjx; aÞ  log pðzÞ

ð21Þ

¼ EpðX;Z;AÞ ½log pðzjx; aÞ  log hðzÞ  log pðzÞ þ log hðzÞ

ð22Þ

¼ EpðX;AÞ DKL ðpðzx; aÞkhðzÞÞ  DKL ðpðzÞkhðzÞÞ

ð23Þ

6 EpðX;AÞ DKL ðpðzx; aÞkhðzÞÞ

ð24Þ

Fig. 2. The schematic diagram representing (a) previous works and (b) ours.

where hðzÞ is a variational approximation. Let the value of equation
(24) be C 1 .
For the tighter upper bound, inspired by Song et al. [50], Ið Z; AÞ
can be approximated as shown in Eqs. (25) and (26).

IðZ; AÞ

ð25Þ

6 EpðZ;AÞ ½log pðazÞ  log pðaÞ þ l

ð26Þ

Fig. 3. Overall architecture of the proposed method. E; D represent encoder and
decoder, respectively, M is classifier, and C i is regularizer to reduce the bias.

Algorithm 1. Training fair representation
Input: Data X and corresponding sensitive feature A
Output: Fully trained encoder q
1: Initialize q; Q ; D
2: for epochs do
3:
for batches do
4:
Sample x; a, e
a from X; A, Uð0; 1Þ respectively;


r
e
5:
hq
hq  g @L
@hq x; a ;


r
e
hQ  g @L
6:
hQ
@hQ x; a ;


1 þC 2 Þ
hq  g @ ðC@h
x; e
a ;
7:
hq
q


1 þC2 Þ
ht  g@ ðC@h
x; e
a ;
8:
ht
t

where l is positive such that DKL (p(az)||h(a|z))  l. The detailed
derivation is described in [51]. Let the first term of equation (26)
be C 2 . Final objective function can be formulated as equation (27)

max Lr  b1 C 1  b2 C 2

ð27Þ

Similar works have been conducted with Lr and C i [13,44-56].
However, Lr and C i learn the latent space z as different direction:
Lr learns z to store all features of x, but C i forces z to be representation without information of protected feature. To overcome this
problem, we reformulate them in the following section.
3.2. Non-adversarial dual optimization

9:

ð28Þ

 IðZ; mðZ ÞÞ

ð29Þ

Z


mðrjzÞpðzÞlog

mðrjzÞ
sð r Þ

4. Experiments
4.1. Dataset and experimental settings

ð30Þ

We use the well-known benchmark datasets such as Census and
COMPAS to evaluate the performance of the proposed method
compared to other known techniques.7 Table 3 describes the details
of the datasets. We show the size of the final features by one-hot
encoding of the categorical attributes in each data in the third col-

where sðrÞ is a variational approximation. The first inequality holds
thanks to the Markov property [95]. We replace C 1 and C 2 as Eqs.
(30) and (31). Algorithm 1 shows the proposed training scheme.

Epðr;AÞ ½log pðarÞ  log pðaÞ

2
hD  g @C
@hD ð x; aÞ;

10:
end for
11: end for
12: return q

We propose another formulation of the upper bound based on
information bottleneck theory [94,95]. As shown in Fig. 3, we
define additional function m that takes latent variable z from encoder and outputs an intermediate representation r. Consequently, a
modified upper bound of Ið Z; AÞ can be obtained as:

IðZ; AÞ ¼ IðZ; DðmðZ ÞÞÞ

hD

ð31Þ

7
Adult & Census datasets: https://archive.ics.uci.edu/ml/datasets/.COMPAS dataset: https://kaggle.com/danofer/compass.
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duces the protected features and label, respectively. All the models
are trained with Adam optimizer [97]. We compare the base model,
which is the same to our method without separated representation
and adversarial learning, the Amini et al.’s method, the adversarial
model proposed by Edwards to demonstrate the superiority of the
proposed method, and the fair representation learning method proposed by Kim and Cho, and Song et al. [44,49,50,97].

Table 3
The details of datasets used in this paper.
Data

# of data

# of features

Protected features

Actual label

Census
COMPAS

37,136
11,742

389
16

Gender, Race
Gender, Race

Income
Risky score

umn. In Census dataset, class-imbalance is solved by under-sampling
technique. In COMPAS dataset, ‘‘Caucasian” and ‘‘African-American”
are used as the protected features. If the decile score is greater than
5, we set the actual label to a positive value; otherwise, we set it to a
negative value. The layers used for encoders, decoders, and discriminators are fully-connected and use rectified linear unit as an activation function [96]. We set the binary function l as mean squared
error when used in reconstruction and as cross-entropy when used
in classification. The encoder produces the latent variables from
the input data, and the decoder reconstructs the data. We have constructed encoder, decoder, classifier and mitigation model as fullyconnected neural networks with ten layers. The classifier and discriminator have the same structure except for the last layer that pro-

4.2. Results on benchmark datasets
To quantitatively evaluate the algorithmic bias, we use the
three well-known metrics as shown in Eqs. (2), (4), and (6). To
evaluate a degree of bias across various protected features, we
average each value of metrics by the protected features. Experiments are conducted with 10-fold cross-validation, and Fig. 4
shows the result of evaluation with each metric. The proposed
model achieves better fairness on all datasets than the different
models.
The proposed model reduces the bias caused by the two types of
protected features (race and gender). Since it is a good model that
all the biases of each feature are reduced, if it is displayed in the

Fig. 4. The experimental results with respect to (a) Census and (b) COMPAS datasets. We compare them with three metrics, and our model has the best fairness compared to
others.
31
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Fig. 5. Results of bias reduction experiments for two types of protected features. The lower the left side of the graph, the better the model is because the bias is reduced for
each feature. x-axis represents the degree of bias by gender and y-axis represents the degree of bias by race.
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Fig. 6. Experimental results on the trade-off between discrimination and model performance. x-axis represents the degree of bias measured in each metric and y-axis
represents the performance of the model. The performance has dropped slightly compared to other low-biased models, but the larger drop in bias indicates that the model is
efficient.

Table 4
The numerical results of experiments. We verify the performance with parity difference (PD), Opportunity (OPP) and Odds (ODD) metrics. To ensure the statistical justification,
we repeat the experiments 10 times and show their averages and standard deviations.
Classifier

Metrics

Base

Random forest

PD
OPP
ODD
PD
OPP
ODD

0:3154
0:0516
0:0614
0:3382
0:1403
0:1352

Neural network

0:0031
0:0150
0:0036
0:0053
0:0139
0:0044

Amini et al.

Edwards et al.

Kim and Cho

Song et al.

Ours_z

0:3106
0:0615
0:0654
0:2688
0:1455
0:1221

0:3130
0:0604
0:0658
0:2638
0:1356
0:1190

0:3034
0:0521
0:0581
0:2464
0:1713
0:1445

0:3083
0:0453
0:0589
0:9325
0:2311
0:1467

0:3091
0:0512
0:0598
0:3208
0:1442
0:1370

0:0028
0:0224
0:0063
0:0285
0:0443
0:0301

0:0025
0:0250
0:0070
0:3598
0:0284
0:0233
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0:0026
0:0198
0:0073
0:0268
0:0383
0:0278

0:0025
0:0142
0:0026
0:0010
0:2636
0:0108

Ours_r
0:0017
0:0143
0:0026
0:0180
0:0231
0:0158

0:2985
0:0426
0:0520
0:1864
0:0937
0:0879

0:0027
0:0083
0:0026
0:0490
0:0500
0:0388
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Fig. 7. Examples of RAF-DB dataset.

Moreover, the fair representation r has lower bias than the other
representation z as we expect.

4.3. Results on real world applications
We also apply the proposed method to real-world applications:
Facial emotion classification and abusive sentences classification.
Since it is well-known that the bias related with age for facial
expression recognition exists in humans, as well as in deep learning models [98,99], we set the age as the protected feature. Realworld Faces Database (RAF-DB) is used to train the models and
divided into training and test set as the ratio of 3.5:1 [100]. The
facial images are separated into two groups of ‘under 400 and ‘over
400 in terms of the age. Fig. 7 shows the examples of facial images.
For the efficiency of the model, data x in the proposed method is
replaced with the extracted image feature vectors using ResNet-18
[101]. We construct a low-bias facial emotion recognition model
that predicts facial expression using the low-biased latent variable
r generated by applying the proposed dual optimization methods
to the image feature vector. Fig. 8 shows experimental results with
bias metrics. After applying the proposed method, discrimination
decreases. Fig. 9 shows the confusion matrices for facial emotion
recognition results by age group (under 40 and over 40). For those
under 40, the rate of predicting all emotions as ‘‘Happiness” class
increases, and for those over 40 years old, the rate of predicting
negative emotions such as ‘‘Disgust” and ‘‘Anger” classes as ‘‘Happiness” class decreases. It appears that the bias to perceive the emotion of the older person more positively is reduced.
The proposed method is also applied to the abusive text classification. Due to social and cultural influences, certain words may
be gender-related, resulting in bias. For example, computer programmers have male-related meaning, while homemakers have
female-related characteristic [102]. To reduce the bias in the text,
we apply the proposed method with the word embedding vector
as in [102,103]. The Formspring dataset are used for text and Fasttext method is utilized for word embedding [104,105]. Fig. 10
shows the results with bias metrics, and Fig. 11 shows the confusion matrices to confirm the change in the false positive rate.

Fig. 8. The result on the facial expression recognition with the proposed method.

lower left of the graph, it means that the bias caused by various
protection features is all reduced. The bias caused by one protected
feature is somewhat higher than other models, but on the other
hand, the bias is significantly reduced, resulting in better performance on average. As illustrated in Fig. 5, the proposed method
has the best performance on various protected features.
It is well known that there is a trade-off between discrimination
and the model’s performance. As shown in Fig. 6, the proposed
model has also trade-off between them. However, the performance
of the proposed model decreases about 3% to 5%, but the discrimination decreases about 90%, which means that our model is more
efficient than the previous models.
Since the fair representation learned through the proposed
model has non-discrimination characteristics in itself, the classification result is not biased regardless of the classifier. We classify
the actual labels by inputting the learned fair representation to
various machine learning algorithms of random forest (RF) and
neural networks (NN), and Table 4 shows the results. Interestingly
enough, even if we bring the pre-trained fair representation by the
proposed method, all the machine learning algorithms used in the
experiment have the best fairness with the proposed method.
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Fig. 9. Confusion matrices for face expression recognition results before and after applying the proposed model by age. (a) For those under 40, the percentage to be judged as
positive increases. (b) For those over 40, ‘‘Disgust” and ‘‘Anger” classes are less likely to be misclassified as ‘‘Happiness”.

Table 5
Examples of results of abusive text classification. The closer the number is to 1, the
more abusive text is classified. Words that cause bias are written in bald font in
sentences column.
Before
debiasing

After
debiasing

Sentences

0.8563
0.6330
0.8926
0.6106

0.2136
0.2714
0.1725
0.3164

0.9193

0.1690

‘‘she is mista flintst0nes frend”
‘‘That’s what she said.”
‘‘Missed his middle name :(‘‘
‘‘if i just want friendship i would let her
know (:”
‘‘hmm everyone else can :(i think its just you
lady”

Fig. 10. The result on the abusive text classification with the proposed method.

Fig. 11. Confusion matrices for abusive sentence classification results before and after applying the proposed method.
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Table 5 shows the samples classified as false positives before, but
classified as normal after applying the proposed method.
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5. Conclusion
In this paper, we address the issues for reducing algorithmic
bias and reorganize the previous works into seven subcategories.
Moreover, we define the fairness and the corresponding evaluation
metrics. In the most of studies in pre-processing approach, they
eliminate the bias on just one protected feature and have methodological inconsistency due to constraints trying to maintain the
data’s features while removing the information about protected
features. Considering these problems, we propose a method to separate the latent space and train the model based on the information theory. The proposed method learns the representation
independent of the classifier including deep learning, because the
bias has the lowest value when the output of the encoder is input
to classifiers. The proposed method is verified with two applications as well as well-known benchmark datasets.
However, since this process is dual optimization, it leads to
unstable learning. In the future, we will try to find a way to reduce
bias differences more stably. Like the previously developed bias
mitigation platform, we plan to build a standalone system that is
usable for various bias definitions, metrics, and bias mitigation
methods. The developed system is intended to be evaluated by
applying it to actual decision-making problems such as hiring or
loan applications.
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