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Abstract. Data have become a very important asset to many organizations, 
companies, and individuals, and thus, the security of relational databases that 
encapsulate these data has become a major concern. Standard database security 
mechanisms, as well as network-based and host-based intrusion detection  
systems, have been rendered inept in detecting malicious attacks directed spe-
cifically to databases. Therefore, there is an imminent need in developing an in-
trusion detection system (IDS) specifically for the database. In this paper, we 
propose the use of the random forest (RF) algorithm as the anomaly detection 
core mechanism, in conjunction with principal components analysis (PCA) for 
the task of dimension reduction. Experiments show that PCA produces a very 
compact, meaningful set of features, while RF, a graphical method that is most 
likely to exploit the inherent tree-structure characteristic of SQL queries,  
exhibits a consistently good performance in terms of false positive rate, false 
negative rate, and time complexity, even with varying number of features. 
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1 Introduction 

The emergence of big data has led to the development of high performance data sto-
rage systems, called relational database management systems (RDBMS). Majority of 
companies and organizations rely on these databases to safeguard sensitive data [1]. 
Illegal tampering or misuse of these data will not only cost companies and organiza-
tions huge monetary losses, but also incur customer damages and legal sanctions. 
While RDBMS provides efficient and systematic storage of data, its traditional securi-
ty mechanisms, however, are not enough to protect from malicious threats [2].  

An important component of a strong security framework able to protect sensitive 
data in these databases is an intrusion detection system (IDS). These systems aim to 
detect intrusions as early as possible, to ensure that any compromise in integrity of 
data is reported and acted upon. Research on IDS has been going on for years, most of 
which are works focused on network-based and host-based IDS. However, neither 
network-based nor host-based IDS’s can detect malicious behavior at the database 
level [3]. Malicious attacks specifically directed to the database are likely to be invis-
ible at the network and operating systems level, and thus, invisible to the detectors on 
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that level. Therefore, network-based and host-based IDS’s are rendered useless in the 
face of database-specific attacks. 

In line with this, anomaly-based IDS using data mining approaches are gaining 
more and more attention in the field of database anomaly detection because of their 
high intrusion detection accuracy, efficiency, and automation features [4]. Several 
research works in the field have modeled SQL queries to detect database anomalies; 
however, most of them have not taken into account the inherent tree-structure of the 
SQL language syntax. In this paper, we propose a combination of principal compo-
nents analysis (PCA) and random forests (RF) for the task of query feature selection 
and database anomaly detection, respectively. We show that PCA produces a compact 
and meaningful set of features, while a graphical model like RF exploits the inherent 
tree-structure of SQL queries to achieve a consistently good performance and fast 
detection speed in comparison with other alternatives, even with varying number of 
features. 

The paper is structured as follows: Section 2 discusses the related work, followed 
by Section 3 which focuses on the IDS’s architecture, query parsing, feature extrac-
tion, and an overview of PCA and RF. Section 4 presents our experimental results, 
and lastly, we draw our conclusion in Section 5. 

2 Related Work 

There have been a number of research works that have proposed to use data mining 
techniques to implement an anomaly-based IDS. Hu et al. used classification rules, 
with the rationale that an item update does not happen alone and is accompanied by a 
set of other events that are also recorded in the database logs [5]. Srivastava et al. 
introduced an improved version of the former by considering attribute sensitivity [6]. 
Such methods, however impose the burden of identifying proper support and confi-
dence values to the user [4]. 

Hidden Markov models (HMM) have also been used by Barbara et al. to capture 
the change in database’s normal behavior over time [7]. Consecutively, Ramasubra-
manian and Kannan proposed two database intrusion detection frameworks based on 
artificial neural networks (ANN) [8][9]. Support vector machines and multilayer per-
ceptrons were utilized by Pinzon and his colleagues to detect SQL injection attacks 
[10]. Although most of the above works have proposed comprehensive frameworks 
for a database IDS, they are either very impractical when applied to typical database 
sizes (which usually contains a large number of tables and attributes), or only focused 
on detecting outsider attacks. Outsider attacks (e.g. SQL injection) can usually be 
mitigated by defensive programming techniques; insider threats, however, are much 
more difficult to detect, and are potentially more dangerous [3][13].  

Our work is most similar to [11], which took advantage of the presence of  
role-based access control (RBAC), a standard that is incorporated in most database 
implementations today, and made use of a naïve Bayes classifier, to detect anomalous 
insider query access. We believe that by making use of access control and SQL que-
ries, we will be able to defend the system at the root of the problem, and therefore, 
block attacks when they are still trying to gain access into the system [10]. It is impor-
tant to note, however, that the latter work did not take into consideration the inherent  
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tree-structure of the SQL language syntax, and that graph-based methods will most 
likely exploit this attribute to produce a much better model [12]. 

The work by Bockermann et al. used tree kernels to enable them to exploit the 
structure of the SQL syntax [14]. They proved that this indeed has a good effect on 
performance; however, the method introduced a huge computational overhead, mak-
ing anomaly detection drastically slow. In this paper, we show the advantage of using 
a suitable machine learning technique for the task at hand. We develop an anomaly 
detection system based on the random forest algorithm, an ensemble classifier com-
posed of decision trees, which had been widely and successfully used in various IDS 
fields [15][16]. Partnering it with PCA, which we had found to perform very well 
with query feature vectors [12], we build a simple, practical, and efficient anomaly 
detection system specifically for the relational database. 

3 Database Intrusion Detection System Using Random Forest 
and PCA 

3.1 System Architecture 

The main concept of our anomaly detection mechanism is to build profiles from nor-
mal RDBMS user access behavior and detect anomalous behavior using these pro-
files. Normal profiles are intrusion-free query sequences, and they can be obtained 
through parsing database audit logs. Given these normal profiles, we define an ano-
maly as an access pattern that deviates from these profiles [11].  

Our method takes advantage of the presence of RBAC, which is already a standard 
that has been adopted in various commercial DBMS products [11]. This control me-
chanism assigns authorizations to users with respect to roles or profiles, instead of 
assigning them with respect to individual users. By making use of these roles in con-
junction with an anomaly-based IDS, we can effectively reduce the number of profiles 
to maintain, which is a more efficient method when considering the problem of main-
taining profiles for a large database user population. 

 

Fig. 1. Database IDS Architecture 
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Detecting anomalous queries, in conjunction with profiles defined in RBAC, can 
be considered as a supervised classification problem with two phases: the training 
phase and the detection phase, as shown in Fig. 1. During the training phase, SQL raw 
query logs representing normal user behavior are gathered from the database together 
with their respective profile annotations. Query parsing is then performed to divide 
the query into relevant SQL clauses. Query features are extracted from the parsed data 
so as to transform query logs into a form data mining algorithms can understand. 
Query data, now in the form of features, are then fed to the data mining classifier for 
supervised training, producing a statistical model which can predict and differentiate 
between profiles. On the other hand, during the detection phase, new queries from 
users go through the same query parsing and feature extraction process, and they are 
assessed by the trained model if they are anomalous or not. If the prediction of a par-
ticular query from a user does not match the user’s role or profile, the query is said to 
be anomalous and an alarm is raised. 

3.2 Query Parsing and Feature Extraction 

Normal role behavior is represented by intrusion-free query logs for that particular 
role. Query logs, in turn, correspond to the SQL language syntax. We illustrate this 
through the SELECT command: 

 SELECT   <Projection attribute clause> 
 FROM    <Projection relation clause> 
 WHERE    <Selection attribute clause> 
 ORDER BY  <ORDER BY clause> 
 GROUP BY  <GROUP BY clause> 

We parse queries in this manner, line-by-line, separating the above SQL clauses. We 
then use the parser output to extract query features. 

We adopt the features extracted in [12]. A query log is represented in the query 
feature space by a feature vector Q with the following seven vector fields: Q (SQL-
CMD[], PROJ-REL-DEC[], PROJ-ATTR-DEC[], SEL-ATTR-DEC[], ORDBY-ATTR-
DEC[], GRPBY-ATTR-DEC[], VALUE-CTR[]). Table 1 shows the features under each 
vector field with their corresponding descriptions. Furthermore, we categorize these 
query features into counting features, which represent the number of times an element 
appears in the query, and ID features, which denote the position of the said element.  

Among the counting features, query mode, c, represents the query commands in 
numeric form: if the query command is SELECT, it is represented by integer 1; if 
INSERT, integer 2; if UPDATE, integer 3; and if DELETE, integer 4. Query length, QL, 
signifies the length of the query, i.e., the number of characters that are present, includ-
ing spaces. SV and SL denotes the number of string values and the length of the conca-
tenated string values, respectively. The number of numeric values, JOINs, ANDs and 
ORs are denoted by NV, J, and AO, respectively. The number of relations and 
attributes in a particular clause is represented by: PR and PA for the projection clause, 
SA for the selection clause, OA for the ORDER BY clause, and GA for the GROUP BY 
clause. Lastly, we also extracted features by counting the number of attributes with 
respect to each table, signified by the convention notation NA[], which has the same 
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Table 1. Query vector fields, features, and their descriptions 

Vector field Description Feature elements 

SQL-CMD[] Command features 
query mode, c 

query length, QL 

PROJ-REL-DEC[] Projection relation features Number of projected relations, PR 

Position of projected relations, PRID 
PROJ-ATTR-DEC[] Projection attribute features (PA, PA[], PAID[])a 

SEL-ATTR-DEC[] Selection attribute features (SA, SA[], SAID[])a 

ORDBY-ATTR-DEC[] ORDER BY clause features (OA, OA[], OAID[])a 
GRPBY-ATTR-DEC[] GROUP BY clause features (GA, GA[], GAID[])a 

VALUE-CTR[] Value counter features 

Number of string values, SV 

Length of string values, SL 

Number of numeric values, NV 

Number of JOINs, J 

Number of ANDs and ORs, AO 

a. Convention (NA, NA[], NAID[]): 
NA – number of attributes in a particular clause 

NA[] – number of attributes in a particular clause counted per table 
NAID[] – position of the attributes present in a particular clause, represented in decimal 

number of elements as the number of tables in the schema. This last feature is applied 
to all four clauses, i.e., projection, selection, ORDER BY, and GROUP BY clauses. 

ID features are also applied to all four clauses. The position of projected relations, 
PRID[], has a number of elements equal to the number of relations in the schema; i.e., 
if a certain relation/table is present in the query, it is denoted by binary number 1 in 
its corresponding position; otherwise, it is represented by 0 in that position. This pro-
duces a binary string, which is converted into its decimal form to get the final value of 
PRID[]. The same logic is applied to the rest of the NAID[] features (the position of an 
attribute present in a particular clause), resulting in features which signify the position 
of the elements present in the query in decimal form. 

3.3 Principal Components Analysis for Query Feature Selection 

To alleviate the problem of scaling to the size of the database and to filter out mea-
ningless features, we employ an efficient feature selection technique which effectively 
reduces feature dimensionality. 

Principal components analysis is an unsupervised dimension reduction method 
which transforms a data set S into a new coordinate system to produce components p ∈ P. The top components, called principal components (PCs), are said to contain most 
of the variance of data set S. Clearly, trailing p’s, which contain less of the variance of 
S, can be eliminated, effectively reducing dimensionality of S. Given a matrix of 
query features y and n query samples in data set S, S is centered on the means of each 
variable. The first principal component p1 is given by the linear combination of the 
variables Y1, Y2,…Yy, 

 ,... 12121111 yyYaYaYap +++=  (1) 
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where the weights are governed by the constraint, .1... 2
1

2
12

2
11 =+++ yaaa The calcula-

tion of the second principal component, which accounts for the second highest va-
riance of data set S, is pretty straightforward: 

 ,... 22221212 yyYaYaYap +++=  (2) 

with the condition that it is uncorrelated with p1. This is performed until a number of y 
principal components has been calculated. The sum of the variances of all p’s is  
always equal to the sum of the variances of all the variables of S, i.e., data are trans-
formed but information is retained. The elements that fall in the diagonal of the  
variance-covariance matrix of the principal components P, are known as the eigenva-
lues, which denote the variance explained by each component p. We have shown that 
in our previous work [12], PCA is able to represent a large percentage of the total 
variance with only few components, i.e., it is lightweight yet effective. This is why it 
has also garnered a lot of attention in many fields, e.g., network intrusion detection, 
among others. 

3.4 Random Forest for Anomaly Detection 

Decision Trees. Decision trees (DT) are one of the most common and most simple 
techniques in data mining. A decision tree uses tree-like graph decisions based on 
information gain (IG). First, a query feature Y is selected for the root node, and the 
leaves of the trees are built according to a test function, which decides whether a 
query instance q of data set S should go to its left decision sub-tree A, or to its right 
decision sub-tree B. This is done recursively for each leaf until all query instances 
have the same class.  

When building a DT, there are two basic goals: to get the smallest tree, and choose 
the attribute that produces the purest node. This attribute is determined by computing 
the IG of a given feature Y, which can be done by first calculating the entropy, or the 
measure of disorder of data, given by: 
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where s is the total number of query instances in data set S, sk is the number of query 
instances in class k ∈ K. IG is then obtained by: 
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where the second term is the conditional entropy (the entropy with respect to feature 
Y), I(S|Y), and sm is the number of query instances in outcome m ∈ M. Understanda-
bly, the higher the IG of feature Y, the higher the chances for feature Y to be chosen at 
the root node, or the consecutive nodes after. 
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Decision trees are very easy to understand and can achieve high accuracy with lit-
tle effort. However, they are prone to overfitting and feature bias. Ensemble methods, 
like random forest, were devised to alleviate these problems. 

Random Forest. Random forest is an ensemble approach for classification which 
makes use of bagging and random feature selection to create numerous decision trees 
[17]. Given a random forest F composed of a collected of decision trees, t=h(q, Θy), y ∈ Y, where Θy ∈ Y are independent, identically-distributed random features, each tree t 
casts a unit vote for the most popular class/role r* at input query instance q ∈ S, i.e., 

 .])|([maxarg* 
∈∈

==
FtRr

rtqhr  (5) 

Combining the outputs of multiple decision trees into a single classifier supports 
the ability to generalize and diminishes the risk of overfitting. Moreover, about one-
third of the query instances are left out of the bootstrap sample every time a tree is 
built. Using these left-out samples as test cases, an unbiased estimate of test set error, 
called out-of-bag (OOB) error, is obtained. 

In addition to the OOB error, RF also gives good estimates of strength, correlation, 
and variable importance. Furthermore, it does not require tuning of many parameters 
and can handle very unbalanced data sets (such as database query access) [11][19]. 

4 Experiments 

We have used the TPC-E database benchmark for all our experiments. TPC-E simu-
lates the online transaction processing (OLTP) workload of a brokerage firm. The 
database schema is composed of 33 tables, with a total of 191 attributes [18]. The 11 
TPC-E read-only and read/write transactions were modeled as user profile scenarios. 
For each transaction/profile, 1000 queries were generated based on its corresponding 
grammar file. This grammar file contains the rules and limits imposed for a given 
profile, according to its corresponding database footprint and pseudo-code found in 
[18]. We referenced the latter to set the tables, T, that a profile, r, is allowed to access, 
and the set of commands, C, that it is allowed to issue. We use the same probabilities 
in [12] that govern the rules and privileges for each role.  

For our normal query log training set, 11,000 queries with its corresponding role 
labels were generated. Since we have built the system with insider threats in mind, we 
generated anomalous queries with the same distribution as the normal queries, only 
with the role annotation negated; i.e., if the role label of a query is role 1, we simply 
change it into any role other than role 1 [11]. 10-fold cross validation is performed for 
each run, transforming 30% of test instances for each fold to anomalous queries. 

A total of 277 features have been extracted with respect to the TPC-E database 
schema. Applying PCA to our query log data set, a total of 144 PCs were obtained 
with 99.99% variance of the data. The run yielded a set of features Yy in Eq. (1), 
namely: QL, AO, SA, PA, and PR. Noticeably, only counting features were used to 
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We increased the number of PCs by 5 and used 30 trees and 7 random features in 
each run (there was no change in FPR for tree configurations greater than 30, and 
varying the number of random features did not have a significant effect on the per-
formance). All metrics showed the same dip in error rate (or peak, in terms of perfor-
mance) around 10-15 PCs (in agreement to the number of features of the PCA3 subset 
in [12]). This shows that PCA was able to concentrate the variance of the whole data 
set in just a few leading PCs, while enabling us to safely eliminate other trailing ones. 

Table 2 shows the confusion matrix of an RF 10-fold cross validation run using 
PCA3, which was obtained without injecting anomalies. Given that Roles 1-6 are 
read-only (RO) profiles and 7-11 are read/write (RW) profiles, it is evident that RO 
profiles are much easier to classify, since they only consist of SELECT commands. 
Those configured with INSERT, UPDATE, and DELETE commands are harder to 
distinguish from other RW roles. Some instances of Roles 9 and 10 were confused 
with other profiles because of their similarity in set of command C configurations. 
However, most of the other confused instances (of Roles 7, 8, and 11) were due to 
these profiles accessing almost the same set of tables. 

The comparison of performance of RF with other data mining classifiers in terms 
of FPR and FNR is shown in Fig. 3. RF yielded the best performance in terms of FPR 
in all PCA subsets (PCA1 with 113 features, PCA2 with 63, and PCA1 with 13). On 
the other hand, in terms of FNR, MLP achieved the best results for PCA1 and PCA2, 
followed by SVM, with RF on third place. With PCA3, KNN produced the best FNR, 
followed by SVM and RF, while MLP’s performance drastically dropped. It is inter-
esting to note that both SVM’s and RF’s FNR performance remained consistent for all 
subsets.  

It is clear that based on these results, the best contenders of RF are MLP and SVM. 
However, if we consider the build and detection time of these algorithms, RF wins by 
a mile. According to the results of our multiple cross validation runs, RF is almost 30 
times faster than MLP in build time, and 5 times faster than SVM. Detection rate of 
RF is also 2 times faster than MLP, and almost 170 times faster than SVM. This goes 
to show that RF’s computational overhead is very low compared to its contenders, 
and that it exhibits a good FPR and FNR trade-off performance on top of it. 

5 Conclusion 

In this paper, we have proposed the use of a graph-based algorithm, random forest, as 
the anomaly detection mechanism. To reduce the dimensionality of the query log data 
set, we applied principal components analysis, and showed that PCA effectively re-
duces the number of features while maintaining high classification performance. 
Moreover, RF, when compared to other data mining classifiers, exhibits competitive 
performance in terms of FPR, FNR, and time complexity. 

Future works will include experimenting on more probability configuration for 
each profile to minimize the confusion between roles, and considering the sensitivity 
of tables and attributes in the database schema. Further work will also be geared to 
validate the usefulness of the proposed method with regards to SQL injection. 
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