
Random Forests with Weighted Voting

for Anomalous Query Access Detection
in Relational Databases

Charissa Ann Ronao(�) and Sung-Bae Cho(�)

Department of Computer Science, Yonsei University,
50 Yonsei-ro, Seodaemun-gu, Seoul, South Korea

Pcvronao@sclab.yonsei.ac.kr, sbcho@cs.yonsei.ac.kr

http://sclab.yonsei.ac.kr

Abstract. Data has become more and more important to individuals,
organizations, and companies, and therefore, safeguarding these sensitive
data in relational databases has become a critical issue. However, despite
traditional security mechanisms, attacks directed to databases still occur.
Thus, an intrusion detection system (IDS) specifically for the database
that can provide protection from all possible malicious users is necessary.
In this paper, we present a random forests (RF) method with weighted
voting for the task of anomaly detection. RF is a graph-based technique
suitable for modeling SQL queries, and weighted voting enhances its
capabilities by balancing the voting impact of each tree. Experiments
show that RF with weighted voting exhibits a more superior performance
consistency, as well as better error rates with increasing number of trees,
compared to conventional RF. Moreover, it outperforms all other state-
of-the-art data mining algorithms in terms of false positive rate (0.076)
and false negative rate (0.0028).

Keywords: Intrusion detection · Anomaly detection · Database secu-
rity · Data mining · Random forest · Weighted voting

1 Introduction

Big data, in the broadest sense, refer to a collection of information so large and
multi-faceted that it becomes too difficult to process using traditional data man-
agement tools.With this, relational databasemanagement systems (RDBMS)have
been widely developed for the purpose of organizing and safeguarding this kind of
data. Most of these are sensitive information about individuals and organizations;
any formof illegal access ormodification on these data can lead to serious damages,
lawsuits, and financial fraud [1]. Traditional database security mechanisms alone
are not enough to provide protection against malicious attacks [2].

An intrusion detection system (IDS) is the embodiment of any strong security
framework. Although much has been made in the field of network-based and host-
based IDS, they have been found to be ineffective and unsuitable in detecting
database-specific attacks [3]. These IDSs do not work at the application layer;
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thus, they are not suited for intrusion detection at the information level because
the semantics of the applications are not reflected in the low-level audit logs [4].

The most important part of an effective and reliable IDS is its core mecha-
nism. A number of researchers have already investigated the use of data mining
techniques for the task of database anomaly detection. However, most of the
proposed systems failed to take into account all users of the database. A le-
gitimate user with malicious intent is a more serious threat than a user with
limited privileges [3]. Unlike outsider threats that can be mitigated with the
use of defensive programming techniques or prepared statements, insider threats
cannot be alleviated by these measures. Thus, a strong and effective IDS with a
robust core mechanism especially for the database that can handle all possible
malicious users is needed. In this paper, we present a random forest algorithm
with weighted voting as the core IDS mechanism for the relational database.
Weighted voting enables us to calculate the probabilistic decision for each un-
seen query sample based on the strength of each tree [5]. Not only is an ensemble
graph-based method suitable in modeling SQL query access, but also weighted
voting minimizes confusion between profiles, emphasizes trees in the forest that
perform well over other trees, and effectively improves false positive and false
negative rates.

The paper is organized as follows: Section II reviews the related work, while
the system architecture and feature extraction, random forest, and the weighted
voting scheme are discussed in Section III. Section IV presents the experimental
results, and Section V closes the paper with a conclusion.

2 Related Work

Data mining techniques have garnered a lot of attention in mature IDS fields
such as network-based and host-based, so it is not a surprise that database IDS
researchers have ventured into incorporating them into their proposed frame-
works, as seen in Table 1. One of the earliest works is an IDS that exploits
hidden Markov models to detect changes in database behavior [6]. In addition
to that, Hu et al. and Srivastava et al. developed an IDS on the concept of data
dependency and association rules mining [7,8]. However, the former method had
only experimented on a very small number of tables and is not very scalable
to typical database sizes, while the latter method requires the user to manu-
ally assign attribute weights. Artificial neural networks were also proposed by
Ramasubramanian and Pinzon in their separate works, with Pinzon combin-
ing multilayer perceptrons and support vector machines in their proposed IDS
framework [4,9]. One of the simplest techniques, nave Bayes, were also tackled
in [10]. Other methods such as Bayesian and tree kernel models have been pro-
posed in [18] and [19]. These works, although comprehensive in terms of their
framework, neither paid much attention to the core data mining mechanism, nor
compared their proposed techniques to other alternatives. We believe that the
latter points are very important in arguing that a proposed method is indeed a
suitable one for the problem.
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Table 1. Related Work on Database Intrusion Detection Using Data Mining Tech-
niques

Authors Method Description

Barbara et al. (2003),[6] Hidden Markov Model Creates an HMM for each cluster

Hu et al. (2004) [7],
Srivastava et al. (2006) [8]

Association Rules Mines dependencies among
attributes

Valeur et al. (2005) [18] Bayesian model SQL grammar generalization

Ramasubramanian et al. (2006) [4] Artificial Neural,Networks
and Genetic Algorithm

Used GA to speed-up the training
process of ANN

Kamra et al. (2008),[10] Nave Bayes Took into account,imbalanced
SQL query access

Bockermann et al. (2009) [19] Tree Kernels Exploited the inherent,tree-
structure of SQL queries

Pinzon et al. (2010) [9] Support Vector Machines Agent-based intrusion,detection

We utilize the role based access control (RBAC) mechanism typically incor-
porated in databases today, in conjunction with the database IDS framework to
be able to effectively reduce the number of profiles to maintain, as in [10]. By
keeping track of profiles instead of monitoring the behavior of individual users,
the resulting system can be easily scalable to a large user population (a typical
scenario of a company). In this scheme, privileges are assigned to profiles and
profiles are assigned to users. The same concept was presented in our previous
work [11], where we found out that graph-based models are far more effective
in discriminating between profiles than other techniques. Moreover, among the
graph-based methods evaluated, random forests (RF) came out to be the best in
terms of performance and time complexity. SVM and MLP, in combination with
PCA, yielded comparable results with RF, but the time complexity is unsuitable
for the field of database IDS, where timely detection is of utmost importance.

RF, being an ensemble model, can adopt several voting schemes other than
the classic balanced voting. Instance similarity or distance metrics like dynamic
integration have been used to assign weights and were found to effectively boost
performance [12,13]. Another approach is by exploiting the internal out-of-bag
(OOB) error metric in RF, which is a more practical and straightforward method
to improve performance [14,15]. We adopt the latter approach and make use of
the built-in OOB error to calculate the weights to be integrated during tree
voting.

3 Random Forest with Weighted Voting

This section discusses a brief overview of the system architecture, followed by the
concept of random forest ensemble learning, and finally, the proposed weighted
voting scheme for improved anomaly detection performance.

3.1 System Architecture and Feature Extraction

Database anomaly detection, in conjunction with RBAC profiles, is considered
as a standard classification problem. Figure 1 shows the training and detection
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Fig. 1. Database intrusion detection system architecture

phases of the proposed IDS framework. During the training phase, query logs
collected from the database, with their corresponding RBAC profile annotations,
are fed to the query parser. Features are extracted from these parsed logs (as
seen in Table 2), and these query logs in the form of features are then fitted to
the RF model for training [11]. The final output of this phase is the RF trained
model. During the detection phase, the RF trained model evaluates the new
query (in the form of the same features as in the training phase). If it is an
anomaly, an alarm is raised and it goes to the response engine. Otherwise, it
directly goes to the database for processing.

Table 2. Query Features

Vector field Description Feature elements

SQL-CMD[] Command features query mode, c
query length, QL

PROJ-REL-DEC[] Projection relation features Number of projected relations, PR

Position of projected relations, PRID

PROJ-ATTR-DEC[] Projection attribute features (PA, PA[], PAID[]) a

SEL-ATTR-DEC[] Selection attribute features (SA, SA[], SAID[])a

ORDBY-ATTR-DEC[] ORDER BY clause features (OA, OA[], OAID[])a

GRPBY-ATTR-DEC[] GROUP BY clause features (GA, GA[], GAID[])a

VALUE-CTR[] Value counter features Number of string values, SV

Length of string values, SL

Number of numeric values, NV

Number of JOINs, J
Number of ANDs and ORs, AO

a
Convention (NA,NA[], NAID[]):
NA number of attributes in a particular clause
NA[] number of attributes in a particular clause counted per table
NAID[] position of the attributes present in a particular clause, represented in decimal
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We parse queries so as query clauses (such as projection clause, selection
attribute clause, among others), line-by-line, are separated, i.e., for the SELECT

command:

SELECT <Projection attribute clause>

FROM <Projection relation clause>

WHERE <Selection attribute clause>

ORDER BY <ORDER BY clause>

GROUP BY <GROUP BY clause>

From these parsed queries, we extract query features, represented by the
vector: Q(SQL-CMD[], PROJ-REL-DEC[], PROJ-ATTR-DEC[], SEL-ATTR-DEC[],
ORDBY-ATTR-DEC[], GRPBY-ATTR-DEC[], VALUE-CTR[]). As seen in Table 2,
counting features, which are features that count the presence of an element
in a query clause, and ID features, which denote the position of an element in
the query clause, are extracted from a parsed query log. All features use the
decimal encoding scheme for their final values, as with our previous work in
[11]. Extending the feature extraction method to other SQL commands is pretty
straightforward.

3.2 Random Forests

Random forests (RF) are an ensemble method composed of simple decision trees
(DT). DTs are tree-structured models that perform decisions at each node using
a certain feature y ∈ Y . At each node, the feature with the highest information
gain (IG)

IG(Y ) = I(S)−
M∑

m=1

|sm|
|s| I(Sm) (1)

is chosen, where s is the total number of queries in data set S with K different
profiles/roles, and sm is the number of queries in subset m after the split using
feature Y . I(S) in (1) is the entropy, characterized by

I(S) = −
K∑

k=1

|sk|
|s| log

|sk|
|s| , (2)

where sk is the number of queries in class k. For each feature chosen at each
node, query instances q ∈ S are split into leaves. At each leaf, a node is again
constructed and feature picked through (1), and the process is repeated until all
qs in the terminal nodes have the same class. Note that the DTs used in RF
are not pruned. Random forest, as the term implies, is a combination of bagging
and random feature selection. For every tree t in the forest F , m features are
randomly selected and one third of data set S are left out of the bootstrap
sample. The rest of the sample, other than the ones left out, together with the
m random features, are used to construct tree t. The process is repeated for each
tree t, until n trees are produced, which will form the ensemble. The number of
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random features are usually set to log2 M+1, where M is the number of features
in the data set, since the number of random features does not have a significant
effect on performance [10]. Moreover, for each t, the left-out or out-of-bag (OOB)
cases become test samples that are used to compute useful internal estimates
like OOB error and variable importance [17]. In the conventional RF, detection
is done by balanced tree voting, i.e., given a query q and tree t in the forest F ,
the predicted class r* is the one with the most votes from the trees,

r∗RF = argmax
r∈R

∑

t∈F

[h(q|t) = r]. (3)

We incorporate a different kind of voting scheme to the conventional RF, which
we will discuss in the next section.

3.3 Weighted Tree Voting

It is apparent that each tree in the forest contributes differently in the classifica-
tion of unseen query samples. These trees have different classification accuracies,
and thus, different strengths. To emphasize the strongest trees in the forest, we
exploit the OOB error of each tree t in F to compute the weight of each tree to
be used at detection time, i.e., we obtain the weights internally during training
time. This enables us to weigh the voting impact of each tree by its local per-
formance, which is the rate of how correctly it can classify its OOB cases [14].
The weight of tree t given a test query q instance of class r is

wt,r =

∑
OOB samples

scoret,r(q)

no. of OOB samples
(4)

where

scoret,r(q) =

{
1 if tree t gives class r for instance q
0 otherwise

. (5)

The weights are normalized so that they sum to one:

wt,r(norm) =
wt,r −minwr

maxwr −minwr
. (6)

This effectively creates a normalized matrix of weights during training time,
which denotes the strength of each tree t given a class r. These normalized
weights are then embedded into the probabilistic classification process (as seen
in Fig. 2), i.e.,

votes(q) =
∑

t∈F

wt,r(norm) × pr(q|t, leaft), (7)

of which the class with the highest score will be predicted class:

r∗wRF = argmax votes(q). (8)
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Fig. 2. Random forest with weighted voting

4 Experiment

We adopt the schema and standard transactions of the TPC-E benchmark
database for all our experiments [16]. This benchmark is composed of 33 re-
lations and a total of 191 attributes. 11 read-only and read/write transactions
were treated as roles/profiles, as if it were obtained from an RBAC model. We
note that several transactions can also be included in one profile, depending on
the organizational structure or access pattern of the users.

4.1 Datasets

Normal queries for each role are generated according to the database footprint
and pseudo-code found in [16]. For each role r, we set the tables t ∈ T that it
is allowed to access, the set of commands c ∈ C that it is allowed to issue, and
a set of probabilities based on T and C, as seen in Table 3 [11]. We generate
two data sets with different probability distributions: data set A uses a uniform
probability distribution, while data set B follows the zipf probability distribution
function (pdf), denoted by

zipf(X,N, s) =
x−s

N∑
i=1

i−s

, (9)
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Table 3. Role Probabilities

Probability Description

p(c|r) the probability of using a command c ∈ C given a role r

p(Pt|c, r) the probability of projecting a table t ∈ T given a command c and a role r

p(St|PT , c, r) the probability of selecting a table t given a set of projected tables PT , command c, and role r

p(Pa|Pt, c, r) the probability of projecting an attribute a ∈ A given a projected table Pt, command c, and role r

p(Sa|St, c, r) the probability of selecting an attribute a given a selected table St, command c, and role r

p(vsn|c, r) the probability of including a random string or numeric value v ∈ V in the selection clause given a
command c and role r

p(J |c, r) the probability of including a JOIN J given a command c and role r

p(AO|c, r) the probability of including an AND or OR given a command c and role r

where x is the rank of a random variable, N is the number of elements, and s is
the degree of skewness. We incorporate the zipf pdf to mimic non-uniform access
in real-world databases. For example, the random variable x can be represented
by the relations in a given schema—for a schema with 10 relations ordered in a
certain manner and a skewness degree of 1, each table will get a probability of
being accessed that corresponds to a point in Fig. 3, s = 1. The value of s is
varied to make the access pattern more skewed, i.e., the access pattern becomes
more skewed as s increases.

For both data sets, we generate 1,000 normal queries for each role, with a total
of 11,000 queries for each of our intrusion-free data sets. Since we have built the
system with insider threats in mind, we generate anomalous queries with the
same probability distribution as the normal ones, only with the role annotation
negated [10]. That is, if the role of a normal query is role 1, we simply change
it to any other role than role 1, effectively making it an anomalous query. We
perform 10-fold cross validation in each run, and with each fold we transform
100 queries into anomalous queries.

4.2 Results

A total of 277 features were extracted given the TPC-E schema. Using data set
A, we varied the number of trees and compared the results of the conventional
RF, which we will call balance random forest (bRF), and RF with weighted
voting (wRF) in terms of recall, as shown in Fig. 4(a). It is apparent that the
performance of wRF is more consistent than bRF, and that there is also no
significant change in performance (a mere 0.008 min-max difference in recall
despite varying the number of trees from 10-5000). In addition to that, boxplots
of true positive rate (TPR), true negative rate (TNR), false positive rate (FPR),
and false negative rate (FNR) are shown in Fig. 4(b), which are results yielded
from 10-fold cross validation runs of both bRF and wRF with the number of trees
set to 5000. As seen in the figure, the results of different folds of wRF is more
compact than those of BRF for all metrics. It goes to show that the integration
of the weighted voting scheme makes the algorithm performance more consistent
and with less spread-out.
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Fig. 3. An example of a zipf distribution (N=10)

(a)

(b)

Fig. 4. Comparison of (a) recall and (b) 10-fold cross validation boxplots (ntree=5000)
of RF with balanced and weighted voting

Fig. 5 shows the FPR and FNR comparison of bRF and wRF with increasing
number of trees. The FPR of wRF is relatively lower than that of BRF in most
of the tree configurations, while there is not much difference in the behavior
of their FNR (the FNR value fluctuations are not that significant). With 700
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(a)

(b)

Fig. 5. False positive rates (a) and false negative rates (b) of RF with balanced and
weighted voting

trees, wRF reached the highest recall at 94.7% and yielded a low FPR of 0.0518,
compared to bRFs FPR of 0.0535.

With data set B, we obtained the FPR and FNR of bRF and wRF. Setting
the number of trees to 700 and feature selection to PCA2 (obtained by applying
PCA with parallel analysis method as in [10]), wRF yielded similar or better
FPR as skewness is increased, as shown in Fig. 6. It can also be observed that
spread-out of FNR results for wRF have noticeably been reduced compared to
bRF.

Lastly, we compare the performance of the proposed method with six other
state-of-the-art data mining algorithms, including the conventional RF. This
time, 30% of the test set is transformed into anomalies in each fold. We use
PCA2 as the feature selector configuration and set the number of trees to 700
for RF. As seen in Table 4, wRF outperforms all other classifiers in terms of both
FPR and FNR. wRF is also one of the classifiers that produces more consistent
results, in line with the other graph-based models such as J48 and BN.
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(a)

(b)

Fig. 6. False positive rates (a) and False negative rates (b) of balance and weighted
RF with increasing s

Table 4. Comparison of False Positive and False Negative Rates of Different Classifiers

Classifiers FPR FNR

NB 0.248 ± 0.013 0.0121 ± 0.004

KNN 0.126 ± 0.014 0.0068 ± 0.003

MLP 0.082 ± 0.010 0.0035 ± 0.002

SVM 0.103 ± 0.010 0.0046 ± 0.002

BN 0.168 ± 0.008 0.0102 ± 0.003

J48 0.118 ± 0.009 0.0056 ± 0.001

bRF 0.077 ± 0.013 0.0036 ± 0.002

wRF 0.076± 0.009 0.0028± 0.002
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5 Conclusion

In this paper, we have presented a weighted voting scheme into RF. Experiments
have shown that the proposed method exhibits a more consistent performance
than that with balanced voting. The performance of the algorithm is still con-
sistent even with highly skewed datasets. Moreover, the proposed wRF have
outperformed other classifiers in terms of both false positive rate and false neg-
ative rate.

There are still a lot to be done when it comes to incorporating weights into RF.
Future works will include comparison of the proposed weighted voting scheme
with other alternative voting schemes. Balancing the performance among classes
is another issue to explore.
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