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ABSTRACT 

Knowledge acquisition for the student model of intelligent tutoring systems (ITSs) 
remains a difficult problem, partly because of the complexity associated with under- 
standing both how people learn and how it is best to tutor, much of which relates to 
metacognition and problem-solving skills. The bottleneck associated with this area 
significantly increases the development times of ITSs. Neural networks have made a 
marked impact in many artificial intelligence areas such as pattern recognition, speech 
learning, speech understanding, and hand-written character recognition. Neural net- 
works are noted for their ability to handle noisy and approximate data, to generalize 
over situations they have not handled before, and to be represented in a way amenable 
to parallel processing. In addition, they have the ability to learn, a characteristic which 
should prove very useful in the development of ITSs. In this paper, we show that neural 
networks can address the knowledge acquisition bottleneck associated with the student 
model. We demonstrate that incomplete knowledge obtained from the expert can be 
refined and expanded by a neural network to provide a more complete, and hence more 
accurate, student model. 

1. I N T R O D U C T I O N  

A n  intel l igent  tu tor ing system (ITS) uses many  different  types of knowl- 
edge. Acqui r ing  this knowledge is a complicated,  costly, and  t ime-consum- 
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ing task. Any tool used to incorporate this knowledge into the ITS should 
be efficient, cost-effective, and accurate. 

The difficult task of acquiring this knowledge is often referred to as the 
knowledge acquisition bottleneck. Several factors contribute to this prob- 
lem [2]. It is often difficult to locate or obtain the cooperation of experts 
needed to create databases or rule bases used in artificial intelligence 
systems. Experts may find it difficult to express their knowledge in a form 
that can be used in a computer program; also, they may have some 
knowledge about the existence of a relationship but not know how strong 
that relationship might be. In addition, in cases where the input of 
multiple experts is being employed, their knowledge must be made to 
agree. Such difficulties are especially pronounced in ITSs. 

We propose that neural networks (NNs) can alleviate this knowledge 
acquisition bottleneck through the application of learning. Incomplete 
knowledge can be obtained from the expert, and the neural network can 
be used to refine this knowledge. In this paper, we demonstrate that 
neural networks can be used to help determine various parameters re- 
quired in the student model. This is demonstrated using the TAPS (train- 
ing arithmetic problem-solving skills) ITS [3, 7, 8] by determining the 
weights used in certain pattern-matching equations which identify patterns 
in the student model of the TAPS ITS [8]. 

In the following, an overview of approaches to student modeling and 
artificial neural networks is given. We describe the TAPS system in order 
to illustrate how NNs can be used in ITSs. How diagnosis is used in the 
TAPS system is presented next. With this background, a method of using 
NNs for knowledge acquisition in the student model is described, together 
with various test results. Finally, conclusions are presented. 

2. STUDENT MODELING 

The term student modeling refers to techniques and reasoning strate- 
gies that an instructional system uses in order to generate an up-to-date 
evaluation of both the students and their use of the ITS [14]. Such 
information can be used in a variety of ways depending on the particular 
system and the student modeling approach being used [15]. For example, 
the information presented to a particular student and the tutoring ap- 
proach used can be based on the system's knowledge of the student. Much 
of the ITS research emphasis in the 1980s was focused on student 
modeling, with the result that many approaches were proposed. However, 
outstanding issues remained. Consequently some researchers (e.g., [18, 23]) 
suggested that the student model should be eliminated. In contrast, we feel 
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that the student model has much to offer. What we propose in this paper is 
a technique, based on neural networks, that will assist in the difficult task 
of building the student model. Much of the knowledge the system needs to 
represent accurately, whether in lower-order or higher-order reasoning, is 
not easily determined. This is especially difficult when dealing with 
metacognitive skills or problem-solving skills that are determined from 
many interrelated subskiUs. What the ITS needs to do is to "learn" 
patterns that identify and hence predict such interrelationships, as sug- 
gested by Woolf and Murray [26]. The task of obtaining such knowledge is 
an example of knowledge acquisition. We present in this paper a technique 
to address the very difficult knowledge acquisition task of the student 
model. We base this approach on the learning ability of neural networks 
and demonstrate its use in reference to the knowledge acquisition task of a 
math problem-solving ITS. 

3. NEURAL NETWORKS 

Artificial neural networks are inspired by, and are intended to simulate, 
the characteristics of biological neurons, if not their actual behavior. 
Neural network applications are being developed by researchers from such 
diverse fields as physiology, psychology, philosophy, engineering, and com- 
puter science (see, for example, [9, 19, 24, 27]). 

An artificial neural network consists of processing elements, called 
nodes, that interact using directed connections. Each connection has an 
associated numeric value, called a weight, that represents the strength of 
that connection. For each node, a combining function computes an inter- 
nal state from connection weights and inputs received from other units in 
the network. An output or activation function calculates the node's firing 
or activation level from this internal state. Hereafter, neural network will 
mean artificial neural network. 

Neural networks may be fully connected, sparsely connected, recurrent, or 
acyclic. In fully connected and sparsely connected networks, the nodes are 
partitioned into layers such that the weighted outputs of one layer become 
inputs to the next layer. In fully connected networks, every node in a layer 
is connected to every node in the previous layer, whereas sparsely con- 
nected networks have various numbers of connections per node. Recurrent 
networks have one or more directed cycles of connections, so that the 
output of a node eventually returns (in modified form) as input. A layered 
structure is often not important (or even present) in recurrent networks. In 
recurrent networks that connect output nodes to input nodes, the output 
depends on the current input and the previous output. Thus, these net- 
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works can exhibit properties similar to short-term memory in humans [25]. 
Acyclic or feedforward networks do not contain cycles and their output 
depends exclusively on the current inputs and the values of the weights. 

A neural network that has only input and output nodes is referred to as 
both a two-layer and a single-layer network. These networks have only one 
layer of adjustable weights, but two layers of nodes, which explains the 
name difference. Neural networks with additional layers are referred to as 
multilayered networks. The additional nodes and layers are referred to as 
hidden. Figure 1 pictures a fully connected, multilayered (i.e., two layers of 
adjustable weights), feedforward network. 

The knowledge of a neural network is contained in its weights and 
connections. A neural network often is enhanced with a learning algorithm 
that modifies the weights of the network. This weight change is what gives 
the network its ability to learn. Learning in a neural network may be 
supervised or unsupervised. Supervised learning requires input and output 
training pairs. For each input, the output pattern contains the desired 
results. The difference between the desired and actual output is used to 
adjust the weights of the network so that a set of weights will produce the 
desired results for all patterns. Unsupervised learning is thought to be 
closer to the way the brain functions [25] since the training set consists of 
input samples only. The competitive learning procedure, which is most 
representative of unsupervised learning, classifies a set of input vectors 
into disjoint clusters, so that elements in a cluster are similar to each other 
[5]. The network weights are modified so that similar inputs produce 
similar outputs [25]. 
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Fig. 1. Fully connected two-layer feedforward network. 
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A myriad of learning algorithms have been proposed for training neural 
networks. One of the most popular ones is the backpropagation algorithm, 
or generalized delta rule. The backpropagation algorithm, made popular 
by Rumelhart, Hinton, and Williams [20], was shown to be effective at 
learning from a body of training examples in layered, feedforward net- 
works. There have been many derivatives of the algorithm proposed, but 
the basic concept is the same. 

The backpropagation algorithm is a supervised learning algorithm which 
adjusts the network weights so that the error between actual and desired 
outputs is minimized. The delta weight change is determined by calculating 
the direction that will decrease the error the fastest. In particular, conver- 
gence toward an optimal weight space is obtained by incrementally adjust- 
ing the weights using the following: 

6 E  
~ w J k  = - ~ 6 w j k  ' 

wjk = w~,~ + zXwjk, 

where r/is a learning rate which determines the size of the weight change, 
wjk is the weight of the connection between node j and node k, E is the 
error between the actual outputs and the desired outputs, and 6, the 
partial derivative, is used in determining the direction the weight should be 
adjusted in order to reduce E as rapidly as possible, i.e., a positive or 
negative change. 

The fact that neural networks have been shown to be robust with 
respect to possible errors in the training set is a potential benefit to ITSs. 
If the examples used to train the network are based on different studies, 
then possible exceptions may be found in the training set, or misinterpreta- 
tions may be included in the training samples. The neural network's ability 
to withstand such errors, even in the training set, makes it extremely 
valuable. 

Neural networks have previously been used for one aspect of the 
student model of an ITS. Mengel and Lively [12, 13] have experimented 
with using backpropagation networks, layered, feedforward networks, and 
the backpropagation learning algorithm to predict how a student solves 
subtraction problems. The subtraction domain was chosen because it has 
been well analyzed as to the type of mistakes students make in attempting 
subtraction problems (see [1]). 

Though the Mengel and Lively research shows promise in being able to 
predict student responses, there are very few domains that lend themselves 
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to the type of "bug catalogs" available for subtraction or for which such 
analyses have been performed. In addition, there are researchers who 
believe this level of detail in a student model is unnecessary even if it were 
possible (e.g., [22]). Studies by McArthur, Stasz, and Zmuidzinas [11] found 
that human tutors almost never attempt to diagnose specific misconcep- 
tions, or bugs, and so expecting an ITS to do so presents an example of the 
"superhuman human fallacy," i.e., trying to endow a computer tutor with 
ability that we would not expect of a human tutor. 

In the following, we explore the question of whether NNs can be 
productively used in developing student models in order to overcome 
outstanding knowledge acquisition problems. This is not a comparison 
study with Bayesian inference networks. Such a comparison at a future 
date is warranted, as suggested by Katz et al. [10] for fuzzy versus Bayesian 
systems. We believe the learning aspects of NNs argue strongly for the 
investigation described in this paper. 

4. TRAINING ARITHMETIC PROBLEM-SOLVING SKILLS 
(TAPS) SYSTEM 

To illustrate a particular use of NNs in an ITS, we introduce the 
training arithmetic problem-solving skills (TAPS) ITS [3, 7, 8]. The TAPS 
system is a research project designed to improve a student's ability to solve 
complex word problems through improving higher-order cognitive skills. 
Derry, Hawkes, and Ziegler [4] have observed that experts solve problems 
by identifying set relations within problems. In the TAPS system, word 
problem comprehension is based on the ability to perform arithmetic 
operations using set relations from the problem statement. The sets are 
grouped into four different types of relational schemata determined by the 
kinds of relations that hold between the sets; i.e., combine, change, 
compare, and vary schema type. More complex problem representations 
are formed by connecting the four basic types to form multischema 
relations. Figure 2 illustrates this concept. 

4.1. TAPS STUDENT KNOWLEDGE MODULE 

The student knowledge module in the TAPS system is the student model. 
It consists of a set of knowledge components which represent problem-solv- 
ing skills or other traits that influence a student's performance behavior. 
This set of knowledge components is referred to as the student record (SR). 
The knowledge components are either simple or composite. Composite 
knowledge components represent skills or traits which can be decomposed 
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Fig. 2. Multischema relations (adapted from [4]). 

into a set of learning prerequisites, subskills, or other traits, collectively 
called attributes. Simple knowledge components are those which cannot be 
decomposed. Figure 3 shows a suggested decomposition of the composite 
skill "planning ability." The skill is decomposed into the ability to solve 
problems using a forward, backward, and combined chaining strategy, and 
the ability to identify problem goals and subgoals. Each of these subskills 
is composite and, therefore, can be decomposed as shown. 

To handle the uncertainty involved in determining a student's knowl- 
edge and ability, a linguistic variable is associated with each knowledge 
component. If it were possible to determine exactly a student's possession 
of a particular skill, the student's performance could be represented by a 
binary 1 /0  system, where 1 indicates the student possesses a certain skill 
and 0 indicates the student does not possess that skill. To allow for the 
possibility that the student's performance is somewhere in the range 0 to 1, 
that is, in the interval [0,1], the interval is arbitrarily divided into seven 
subintervals as suggested by Schwartz [21]. We represent these seven 
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subintervals by linguistic variables to facilitate human input to the system. 
Similar fuzzy variables, but with fewer levels, are used in SHERLOCK II 
[10]. The following linguistic variables may be associated with a student's 
knowledge, where t is a primary term used to assess the student's skill: very 
antonym t, antonym t, rather antonym t, neither antonym t nor t, rather t, t, 
very t. These linguistic variables represent the possible values for the 
performance levels of skills, that is, levels at which a student might 
perform a skill. For example, the following values may be associated with 
the knowledge component planning ability: 

--Skill 
--Primary term 
--Elementary terms 

planning ability 
satisfactory 
{very unsatisfactory, unsatisfactory, rather un- 
satisfactory, neither unsatisfactory nor satisfac- 
tory, rather satisfactory, satisfactory, very 
satisfactory} 

where unsatisfactory is a synonym for antonym satisfactory. Thus, a student's 
planning ability could range from very unsatisfactory to very satisfactory. 

The long-term storage and retrieval mechanism for student knowledge 
in the TAPS system has two special features. First, it can store historical 
information, which permits the system to evaluate a student's abilities 
based on patterns of behavior exhibited over a period of time. The 
fuzziness of the database allows the system to handle the uncertainty that 
is inherent in the information concerning a student's knowledge and 
ability. Typically, a student will not be simply satisfactory or unsatisfactory 
at a particular skill. Rather, the student's grasp of the skill will change 
incrementally over time. The fuzzy component of the database permits this 
type of information to be maintained and used by the system. The 
temporal nature of the database allows the information about a student to 
be retrieved, stored, and updated as the student's performance is evaluated 
over time. 

5. DIAGNOSIS IN THE TAPS SYSTEM 

Both local and global diagnoses are employed by the TAPS system. The 
local diagnosis is mainly concerned with current behavior and will be 
performed by the tutoring component, which compares each step in the 
student's solution path to an expert solutions tree that represents all 
semantically meaningful solution strategies. Uncertainty is also allowed in 
matching a student's solution to the expert solutions tree. Rather than a 
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crisp 1/0 (all or none) system, intervals are used to represent the intrinsic 
uncertainty in the matching process. 

The global diagnostic components of the TAPS ITS use both local and 
historical data to maintain the consistency of the information in the TAPS 
database. The global diagnostic component of the TAPS ITS, described in 
detail in [8], uses current and historical data and is known as the student 
record manager (SRM). The system is designed to ascertain and maintain 
the consistency of knowledge stored in the database. The SRM is designed 
to accept all relevant information following a tutoring session, together 
with historical information stored in the student record database, and to 
modify the information in the student model accordingly. The SRM uses 
an informal reasoning technique known as attribute pattern-matching 
equations (APMEs) to perform diagnosis of a student's performance level. 

5.1. ATTRIBUTE PATTERN-MATCHING EQUATIONS 

An attribute pattern-matching equation (APME) is a linear function 
used to assess the performance level of a composite skill by combining the 
weighted performance levels of the attributes of that skill [8]. An impor- 
tance measure or weight is associated with each attribute so that those 
attributes which are judged to be more crucial to the overall assessment of 
the skill are given more weight. 

APMEs are based on the assumption that certain skills can be decom- 
posed into their constituent attributes and that the performance levels 
(PLs) of these composite skills can be inferred, strictly from the perfor- 
mance levels of their attributes. Given skill S, with attributes A 1 . . . . .  A n, 
the performance level s of S can be computed using the following APME: 

S = ~ wiai, (1) 
i = 1  

where a, is the performance level of attribute A i and w~ is the weight 
associated with A~. For example, let skill S have attributes A, B, and C of 
equal importance; then a possible APME for the performance level of S is 

s = 0.333a + 0.333b + 0.333c, (2) 

where a, b, and c are the performance levels of attributes A, B, and C 
respectively. 

The performance levels of skills in the SRM use the linguistic variables 
of the TAPS system. Recall if the primary term for a skill S is satisfactory, 
this allows seven levels of performance, from very unsatisfactory to very 
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satisfactory. This set of terms will be used to represent the elementary 
terms for all skills used in subsequent examples. For ease of computation, 
this set of terms is mapped into the set {1 . . . . .  7}, so that, very unsatisfactory 
= 1, unsatisfactory = 2 , . . . ,  very satisfactory = 7. 

Using these values for the skills shown in Table 1, the performance 
level of S can be derived using APME (1) as follows: 

s = 0.333(6) + 0.333(7) + 0.333(2) = 5. (3) 

The final performance level is rounded to the nearest integer. Thus the 
performance level of S is rather satisfactory. SHERLOCK II uses a similar 
type of representation using weights [10]. 

5.2. RANGE VALUES 

In addition to linguistic values, uncertainty can be represented in the 
SRM through the use of range values. A range value occurs when the 
system has no knowledge about the performance level of an attribute or 
when some information is known but not enough to make a definite 
assessment. 

When the system has no knowledge about a particular attribute, the 
range value [1, 7] is used as that attribute's performance level. This range 
indicates that the performance level of that attribute could be any of the 
values {i . . . . .  7}. For  example, consider the APME of (2) where the system 
has no knowledge of the performance level for attribute C. Then the 
APME is evaluated as follows: 

s = 0.333(6) + 0.333(7) + 0.33311,7] 

= 1.998 + 2.331 + [0.333,2.331] 

= [4.662, 6.66] 

= [5,7]. 

TABLE 1 
Performance for Skill S (adapted from [8]) 

S k i l l  Performance Level 

A satisfactory 
B very satisfactory 
C unsatisfactory 
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Therefore, the performance level of S is the range value [5,7], i.e., the 
range of rather satisfactory to very satisfactory, indicating the system has 
some knowledge about the student's performance of skill S ,  but not 
enough to make a definite assessment. This is not unlike human tutors 
who likewise often lack the information necessary to make a definite 
assessment of a student's performance level [17]. The computer tutor, 
however, has the advantage of being able to store and process more 
information about the student than a human tutor if the information is 
available. 

5.3. APME WEIGHTS 

The weights in an APME represent the importance of each attribute 
used in the assessment. We determined that it was unrealistic to assume 
that each attribute would contribute equally to a composite skill. For 
example, in Figure 4, skills A and B contribute quite differently to 
composite skill C; the assigned weights of 0.3 and 0.7, respectively, reflect 
this. Thus, the weights ensure that those attributes which are deemed 
more critical to the assessment are given more consideration in determin- 

A, B, C, D, E are skills. 
C and E are composite skills. 

PL(C) = .3PL(A) + .7PL(B) 
PL(E) = .4PL(C) + .6PL(D) 

0.3 I 

I 
A 

I I 
0 ,1  106 
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Fig. 4. Network corresponding to APME information. 
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ing the result. The weights are taken from the interval [0,1], where 1 
means that an attribute is absolutely critical to the assessment and 0 
means that an attribute has no value to the assessment. 

The APME weights affect the assessment of performance levels of 
composite skills. However, determination of these weights is very difficult, 
and their values uncertain at best. For, even though experts could identify 
what subskills were components of a composite skill, the assignment of 
weights to these subskills was far from obvious. Yet, to create an accurate 
student model, such weights are crucial. Katz et al. [10] use weighted 
equations to update variables in their student model. A technique that 
could aid in the determination of these weights would reduce the develop- 
ment time of the student model and is proposed below. 

6. LEARNING SKILL IMPORTANCE MEASURES 

The complexity inherent in understanding how people learn, and in 
acquiring the requisite system knowledge to represent it, often presents 
significant difficulty to the ITS designer. In the TAPS system, such 
knowledge is represented by the APMEs and their weights or importance 
measures. That is, the representation of the interrelationships among skills 
forms our student model. In this paper, we present a method that can aid 
in the determination of the skill importance measures. A network based on 
the assessment of student performance levels is used to demonstrate the 
ability of neural networks to learn APME weights. The nodes and connec- 
tions of the network are based on the APMEs in the knowledge compo- 
nent database, the long-term memory of the TAPS ITS. This demonstrates 
one way to develop a domain-specific student model as well as illustrates 
that NNs can be used for the difficult knowledge acquisition task in ITSs. 

6.1. N E T W O R K  ARCHITECTURE 

The topology of the neural network is determined from the APMEs of 
the student record manager (SRM) knowledge component database, and 
the activation of the nodes is based on the method of assessing the 
performance level of skills by the SRM. Unlike traditional neural net- 
works, each node has symbolic meaning, and the topology and activation of 
nodes are based on the particular system from which it is derived. Thus, 
the network itself contains knowledge about the relationship of skills to 
subskills and also has the ability to learn skill importance measures. The 
nodes of the network are determined by the possible beliefs of the system. 
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This information is contained in the knowledge component database of the 
SRM. Each node of the network represents a knowledge component. The 
APME information is used to assign weights to the connections of nodes 
and also to identify which nodes should be connected. Consider the APME 

PL(C) =0.3 PL(A)  +0.7 PL(B)  

of the sample network pictured in Figure 4, where PL(X) is the perfor- 
mance level of X. This APME identifies the three nodes, A, B, and C, 
and two connections: A to C and B to C. The APME also identifies the 
weights of these connections as 0.3 and 0.7, respectively. Each APME 
contained in the knowledge component database defines how a composite 
skill can be decomposed. As Figure 4 depicts, the subskills of a composite 
skill determine which nodes are inputs to the node that represents that 
composite skill. Those nodes representing skills that do not have associ- 
ated APMEs are the inputs of the network. Knowledge components that 
never appear as subskills in an APME represent the traditional output 
nodes of the network. Based on information from the TAPS knowledge 
component database, the network for the composite skill "planning ability" 
has 13 input nodes, five hidden nodes, one output node, and 23 connec- 
tions, as depicted in Figure 5. The network topology shown in Figure 5 
corresponds directly to the decomposition of the skill "planning ability" 
shown in Figure 3. The frequency of occurrence and performance history are 
used in determining the node input and output values. A unique feature of 
the network is that in addition to the node's internal state, historical data 
for each node is used in determining node output values. Network weights 
are explained below. 

The learning performance of neural networks is highly dependent on 
the initial weights of its connections and on its architecture [6]. Using a 
known set of APMEs to determine the system topology of the neural 
network preserves any knowledge that has been acquired from a human 
expert. There are two types of weights in the network: modifiable and 
permanent. Permanent weights are not allowed to change during network 
learning and represent concrete knowledge gained from an expert. Modifi- 
able weights are updated during network learning and represent incom- 
plete or new knowledge. In this way, the neural network is used to add to 
that knowledge already known, and to aid in the acquisition of knowledge 
without damaging existing information. This is an extremely important 
characteristic of neural networks and one which is crucial to their applica- 
tion to ITSs. That knowledge which can be gleaned easily from experts 
should be used and maintained, However, there are cases in which the 
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Fig. 5. Consistency network with learned weights. 

expert might, for example, believe a skill S has an attribute A, but not 
know how important attribute A is to the overall assessment of skill S. 
The network could be designed with a connection between node A and 
node S but with a modifiable weight which it learns during the training 
process. For the TAPS system, training involves information on particular 
students and their performance. 

The network is acyclic, and can be viewed in layers based on the 
distance of a node from the input nodes. The acyclicity satisfies the usual 
feedforward requirement for the backpropagation algorithm which was 
used to train the network. This learning algorithm was selected because it 
has been widely studied and its potential well documented on a variety of 
network types. It is also good at generalization and, therefore, can learn 
many more patterns than it has nodes [20]. A backpropagation network is 
also easy to train and understand [12, 13]. The emphasis is on showing that 
neural networks can be used to aid in determining the weights of APMEs 
and hence in developing a student model, rather than on discovering a new 
learning paradigm. 

The forward inferencing for this network is based on the assessment of 
skill performance levels in the ITS. For this demonstration, the forward 
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inferencing is based on the TAPS system's assessment of the student's 
performance for the current tutoring session. For a skill S, with attributes 
A 1 . . . . .  A n, the performance level s of S is calculated using (1), where a i is 
the score of A i and wi is the weight of A i. 

6.2. TRAINING 

The network output node can evaluate to any of the values {1 . . . .  ,7} as a 
target output. The input nodes can each have an input value of {1,...,7}. 
In assessing the performance level of skills, every input node always has a 
nonzero value; if there is no information about a particular node, the 
range value [1, 7], i.e., complete uncertainty, is used as the input score. In 
the examples given below, there are no instances of a complete lack of 
information, but this is allowed in general. 

The training patterns were generated from a network designed using 
the complete information contained in the TAPS knowledge component 
database. In particular, it was based on the decomposition of the skill 
"planning ability" which was pictured in Figure 3. The network nodes and 
weights were determined, as in the example illustrated in Figure 4, by the 
APMEs in the database, which were obtained from expert analysis. A 
variety of error combinations that could be detected during a student's 
tutoring session were presented to the network as the input training 
patterns. The value of the output node, representing planning ability, was 
used as the pattern's target output. 1 For example, one training pair 
indicates that during the tutoring session, the TAPS system detected errors 
with scores ranging from 2 to 6, i.e., anywhere in the linguistic scale of 
unsatisfactory to satisfactory. These values, in their numeric forms between 
2 and 6, were used as inputs. Based on information from this simulated 
tutoring session, and the network designed using the complete knowledge 
component database of the SRM, the student's skill for planning ability is 
determined to be 5 or rather satisfactory. 

In this example, all input training patterns used definite assessments for 
each knowledge component; that is, no range values were used as scores of 
the input nodes. The APME weights indicate the importance of an 
attribute to the composite skill. However, the particular performance level 
of an attribute does not affect the importance of this attribute to the 
assessment of the composite skill, but rather how well a particular student 
has performed this subskill. 

1The ability of such a network to determine performance levels of skills is described 
in detail in [16]. 
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6.3. SIMULATED ERRORS IN THE WEIGHTS 

To test how well the network would perform in its task to determine 
unknown composite skill/subskill interrelationships, we took established 
weights of the network and modified them selectively, to see if the network 
were able to "learn" what the modified weight should be. By modifying 
"correct" weights, we could determine the success of the system. 

To further test the learning ability of the network, certain connections 
were deleted to simulate unrecognized interconnections between skills and 
subskills. This was done by setting the weights of these connections to zero 
and monitoring the final value of the weight following the learning process. 

The network weights were initialized using the APME information in 
the knowledge component database. Weights were then selectively changed 
in two ways to test the network's ability to learn. First, to simulate the 
situation where a weight was included in an APME but for which the 
designer was not certain of the value, the weight was changed to one-half 
its original value. Second, to simulate the situation where an expert 
believes a certain attribute, A, is a subskill of some skill, S, but does not 
have any concrete knowledge of the importance of A to S, the weight was 
changed to zero. The connection is still present in the network, and the 
training process allows it to be learned. The unchanged weights, which 
represent concrete knowledge gained from an expert, are considered 
permanent and were not modified by the learning process. 

Multiple tests were done to evaluate the success of the network. The 
actual connections and the number of weights that were changed for the 
tests varied. In each test, at least one of the original database weights was 
changed and at most five weights were changed. The network was able to 
learn the training set with the one to five modifiable weights, even when 
the original weights were not relearned exactly, but certainly closely 
enough. This is because there are many weight combinations that will 
produce the identical output of the same input pattern. 

Two separate training sets of 11 patterns each were used to train the 
network. Each set contained a pattern that represents the highest level of 
achievement, i.e., all the input performance levels of skills were 7, and of 
errors were 1; the smaller the score for an error, the better. As would be 
expected, the target output is 7, indicating the student performance is very 
satisfactory for the output skill. A sample at the opposite range was also 
included in both training sets. The training sets were such that each value 
in the set {1 . . . . .  7} was a target output for some sample. The system error 
allowed in the training runs could only be achieved if all patterns were 
learned. 

The following definitions are made to aid the subsequent discussion: An 
input connection is one that connects an input node to other nodes in the 
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network. An output connection is one that connects nodes in the network 
to an output node. A hidden connection joins two hidden nodes. A layer-X 
connection is one that terminates with a node in layer X, where input 
nodes are considered layer 0. An iteration is defined as the complex cycle 
in the learning process where node activations are propagated through the 
network until output nodes are reached, the error between actual and 
desired output is determined, and the modifiable weights are updated in 
the direction needed to reduce the error. The compare and update cycle 
continues until the allowable error is reached or the maximum number of 
allotted iterations through the network is reached. 

Table 2 lists the connections whose weights were altered in the various 
training experiments. All hidden and output connection weights were 
changed in the course of the experiments. A total of 74% of the connec- 
tion weights were altered while testing the learning ability of the network. 

Some interesting results were obtained. The number of iterations re- 
quired to train the network was more dependent on the position of the 
modifiable weight in the network than on how many connection weights 
had to be learned for a particular experiment. The smallest average 
number of iterations to train the network was experienced when only 
output connections had modifiable weights. Table 3 presents the average 
number of iterations required to train the network based on the number of 
modifiable connection weights, regardless of position in the network. 

TABLE 2 
Training Network Changed Connections 

Connection Type 

1 backward-ach 
2 forward-ach ---, 
2 forwd-backwd-ach 
4 goal-id-ach 
5 subgoal-id-ach 
6 forwd-backwd-pv 
7 forward-ach 
8 backward-ach 
9 backward-pv 

10 error-33 
11 goal-id-ach 
12 subgoal-id-ach 
13 forward-pv 
14 error-62 
15 goal-id-pv 
16 error-53 
17 subgoal-id-pv 

planning-ach output 
planning-ach output 
planning-ach output 
planning-ach output 
planning-ach output 
forwd-backwd-ach output 
forwd-backwd-ach hidden 
forwd-backwd-ach hidden 
backward-ach input 
backward-ach input 
backward-ach hidden 
backward-ach hidden 
forward-ach input 
forward-ach input 
goal-id-ach input 
goal-id-ach input 
subgoal-id-ach input 
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TABLE 3 
Average Iterations to Train the Network 

No. Weights Weight Changed to 
Changed 0 1/20rig 

1 247 150 
2 284 70 
3 469 200 
4 377 48 
5 876 738 

As depicted in Table 3, the average number of iterations required to 
train the network with three modifiable connection weights was greater 
than the average number of iterations required when the network con- 
tained four modifiable weights. The distinguishing characteristic in these 
experiments was the location of the modifiable weights relative to the 
input nodes. The experiments that contained three modifiable network 
weights included modifiable weights that were closer to the input nodes 
than the experiments that contained four modifiable weights. The weights 
closer to the input nodes required more iterations to train the network. 
The position of the connections rather than the number of connections 
was the dominating influence on the number of iterations required to train 
the network. This was true for both zero and nonzero modifiable weights. 

This reveals that if the expert has more knowledge about the intercon- 
nections of simple skills (which will be represented by input nodes), the 
time required to train the network will be smaller, which thus allows for 
greater scalability of the network. For the TAPS system, the majority of 
the input nodes represent errors detected during a tutoring session. Error 
detection is the primary method used by human tutors to assess a student's 
performance and thus should be an area where the expert has consider- 
able knowledge. This is also seen in SHERLOCK II [10], where updating 
rules are derived from observation. 

To further demonstrate that the position of the changed connection 
affects the number of iterations necessary to train the network, each 
hidden connection weight was changed and the network was allowed to 
learn that single connection weight. The connection and the number of 
iterations to train that network are demonstrated in Table 4. 

Learning hidden connection weights further from the output node 
required twice as many iterations. Connections 7 and 8, as identified in 
Table 2 and pictured in Figure 5, are considered closer to the output node 
because they terminate with a layer-3 node, whereas connections 11 and 
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TABLE 4 
Iterations to Learn Hidden Connection Weights 

Connection Weight Changed to 
Number 0 1/20rig 

7 153 96 
8 151 96 

11 312 200 
12 321 203 

12, as labeled in Table 2, terminate with a layer-2 node. The average of all 
experiments having a hidden connection and varying numbers of output 
connection weights modified is presented in Table 5. 

This pattern also holds for experiments containing a modifiable input 
connection weight and varying numbers of modifiable output connection 
weights. Specific network results on learning input connections can be 
found in [16]. 

The minimum number of iterations required to learn the training set 
was experienced when all the output connections had modifiable weights. 
The maximum number of iterations required to train the network occurred 
when input connections had modifiable weights. This again emphasizes the 
fact that the more that can be gathered from an expert about the 
decomposition of subskills, the faster the network learns. The expert would 
be called upon to supply both concrete and incomplete knowledge of 
skiU-subskill interrelationships and their relative importance to the assess- 
ment of a student's performance. The neural network would then, through 
its learning process, determine that part of the knowledge not available 
from the expert. 

TABLE 5 
Average Iterations to Train the Network 

with Modified Hidden Connection Weights 

Hidden Weights Changed to 
Connections 0 1/20rig 

7 and 8 64 59 
11 and 12 601 506 
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The experiments also demonstrated that new skill interconnections can 
be verified and the strength of these relationships determined using the 
network learning process. Deleted connections, represented by modifiable 
weights whose initial values were zero, were relearned during network 
learning. Thus, the network, together with a learning algorithm, is able to 
supplement expert knowledge. 

6.4 EVALUATION 

The goal of learning in the network was achieved. In general, given 
enough iterations, the network gave the correct output performance level 
for the output skill for each pattern in the training set. 

To test the quality of the trained network, a validity check was per- 
formed using learned weights on all new input samples. Figure 5 shows the 
network with the learned weights. In this example, the weights of connec- 
tions 2, 5, and 8 (see Table 2) were changed to one-half their original 
value, that is, 0.1, 0.1, and 0.167, respectively. These connections are 
represented as dashed connections in Figure 5. Though the exact original 
weights were not relearned, the network was able to recognize all the 
patterns in the test set. The learned and original weights, though different, 
were not significantly different, that is, 0.222 versus 0.2, 0.198 versus 0.2, 
and 0.207 versus 0.333. If one were to round the weights to keep the 
number of significant digits consistent, two of the three learned weights 
exactly match the original weights. 

Thus, what we see is that, even with missing or incorrect weights, the 
neural network is able to learn a very good approximation to the "correct" 
representation of the student model. So, when we present the neural 
network with valid data on students, it is able to generate the student 
model representation. The network with the three learned weights was 
presented 13 patterns not in the original training set; the network recog- 
nized all 13 patterns, demonstrating the validity of the learned weights. 
Additionally, it should be noted that the evaluation set included two 
patterns that had range values as input performance scores. The range 
values computed for the output node were the same scores computed with 
the original weights. 

These results hold significant promise for development of student 
models. Knowledge which is readily available for experts can be incorpo- 
rated into the model, while more complex and hard-to-quantify interrela- 
tional knowledge can be learned by a NN. It presents a means of address- 
ing the knowledge acquisition bottleneck. 
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7. CONCLUSIONS 

This paper discussed using neural networks to learn skill-subskill impor- 
tance measures. The approach presented demonstrated the use of neural 
networks to address the knowledge acquisition bottleneck associated with 
the student model of ITSs. The topology of the network described was 
based on the APMEs of the knowledge components for the example ITS. 
Using synthetic data, the network proved highly successful in learning 
unknown and uncertain weights associated with the APMEs. By starting 
with a priori information and using a neural network to expand this 
knowledge, the knowledge acquisition task for the intelligent system was 
facilitated. 

This paper also gave evidence that neural networks can be used in 
determining the attributes of skills. When skills are identified, a neural 
network can be developed which includes connections for which no APMEs 
currently exist. Setting the weights of these connections to zero and 
allowing the network to modify these weights can aid the knowledge 
acquisition process. Using the learned weights of connections, the network 
may be able to identify previously unidentified skill-subskill relations. 
Those connections with learned weights above some threshold would be 
considered valid connections; those connections with weights below the 
threshold would indicate that there is not a skill-subskill relation between 
the represented knowledge components joined by these connections. This 
same approach could be used to determine the distributions for the 
attributes in SHERLOCK II [10]. Moreover, student models based on 
either the Buggy or Overlay paradigms could be assisted in the develop- 
ment stage by a NN used to help determine rules from training samples. 

Considering the power of neural networks and the potential effective- 
ness of intelligent tutoring systems, further research is warranted on 
synthesizing these systems. Neural networks can be used not only to 
address the knowledge acquisition bottleneck of the student model but 
also to implement ITSs (see [13, 16]). In addition, neural networks could be 
beneficial in the domain expert component of intelligent tutoring systems 
as both an aid to the knowledge acquisition process and as a tool for 
identifying the expert solution to be compared to the student's solution. 

The results of this work demonstrate the potential for using neural 
networks in intelligent tutoring systems to address many of the difficulties 
associated with developing a student model. And, although this experiment 
was small, its promising results argue strongly for further research into this 
a r e a .  
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