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Abstract 

An approach focussed on resolving identity of 
subjects in a photo using mobile device connectivity, 
Web services and social network ontologies is 
presented in this paper. A framework is described in 
which mobile device sensors, Web services and 
ontologies are combined to provide meaningful photo 
annotation metadata that can be used to recall photos 
from the Web. Useful metadata can be gleaned from 
the environment at the time of capture and further 
information inferred from available Web services. 

1. Introduction 

The number of digital photos on the Web is 
exploding [1, 2]. A user looking for a desired photo is 
looking for a needle in a haystack and the situation will 
only become worse in the future. The effect is that the 
user suffers from information overload and their 
attempts to find the photos they want are frustrated. 

To alleviate the information overload, we must first 
examine how users recall photos themselves. Users 
recall photos based on some key cues relating to those 
photos. Cues identified as important can be used to 
create searchable description metadata for photos. 
Search engines can then match user queries with these 
descriptions and present the best matches to the user. 

This approach poses several immediate problems in 
regards to the creation and usefulness of searchable 
description metadata. Section 2 discusses existing 
problems in photo annotation. Section 3 proposes an 
approach to resolve the identity of subjects present in 
photos which is identified as a primary recall cue. 
Section 4 discusses related work. Section 5 outlines 
future work and section 6 concludes. 

2. Problems in photo annotation 

Current search engines are syntactic or keyword-
based. Syntactic descriptions of photos offer very 
limited expressivity [3]. There is a gap between what 

the tools allow the user to search for and what they 
really want. The result is a trade-off between recall and 
precision. At either of these two extremes the result is 
unreliable, and in between there is a trade-off [3]. 

Further to the problem of expressivity is 
interoperability. Online albums allow the annotation of 
photos with descriptions. To search by description, the 
user must use the search functionality of a particular 
album, and cannot expand their search to include 
different albums. A search over the entire Web cannot 
make use of the annotations stored in heterogeneous 
databases; many photos remain invisible to the user. 

Mobility is another issue for annotations. The way 
in which online album applications store photo 
annotations separate to the photos themselves 
complicates photo sharing. When a photo is moved 
from a photo album application to a new location, it 
leaves behind its descriptive metadata in the album 
database and becomes invisible to description search. 

Crucially, manual photo annotation also suffers 
from the inability to keep pace with the number of 
photos being produced [4]. Camera-phones enable 
users to snap a potentially unlimited number of photos 
and upload them to the Web. Manual annotation of 
these photos becomes highly tedious and repetitive, 
and is not practiced by mainstream users [4]. 

3. Resolving identity of subjects 

The most important categories for mental recall of 
photos by users are “who”, “where” and “when” in that 
order [4, 5]. Delving deeper into the most important 
“who” category reveals the most important cues in this 
category to be, in order of importance: the identity of 
subjects in the photo; the number of subjects in the 
photo regardless of identity; and the identity of people 
who were present at the time of capture, but not 
necessarily as subjects in the photo [4]. Face 
recognition techniques are not yet mature enough to 
stand alone and so alternative analytical approaches are 
required [6]. We now present an approach to capture 
metadata based on these cues to automatically annotate 
photos for improved recall. 
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Looking to the near future, this approach assumes 
that every person carries at least one Bluetooth-enabled 
mobile device. Each device carries a unique Bluetooth 
address, which can be transmitted at request to other 
nearby devices during device and/or service discovery 
using standard Bluetooth stack functionality on each 
device. Taking this idea further, it is possible for a 
Bluetooth-enabled camera phone to discover the 
unique addresses of nearby users’ devices at the time 
of photo capture and append them to the photo. 

This approach first requires users to create a Friend-
Of-A-Friend1 (FOAF) homepage which includes the 
unique Bluetooth address of at least one of their mobile 
devices. FOAF is an Online Social Network (OSN) 
built on the Resource Description Framework (RDF) 
that people use to describe themselves, their friends, 
and the things they create and do. Each user can obtain 
their Bluetooth address by downloading and running a 
simple MIDlet tool2 on their mobile device which can 
display the local address on screen. Once included in 
their FOAF profile, this address can later be used as a 
key to input into an existing Web service such as the 
FOAF Query Service3 to retrieve that user’s profile. 

3.1. Capturing data from the environment 

A modified digital camera MIDlet has been 
developed which can be downloaded to a camera 
phone. This MIDlet not only captures a photo at the 
time of capture: it also harvests the Bluetooth 
addresses of nearby devices. It will also capture Global 
Positioning System (GPS) co-ordinates for use with 
GPS-enabled camera phones. The unique Bluetooth 
addresses of mobile devices carried by people nearby 
can be embedded into the header block of the JPEG 
photo, along with time and co-ordinate data. 

Figure 1. Harvesting Device Addresses 

                                                       
1 http://www.foaf-project.org
2 E.g. http://www.java-tips.org/java-me-tips/midp/how-to-get-
bluetooth-address-and-friendly-name-of-local-device.html 
3 http://sbp.f2o.org/2003/foafq

Out of context, these pieces of data are meaningless 
strings of characters but in the next steps they will be 
used to retrieve more useful photo recall information. 
The use of sensors to embed data into the photo file is 
the only processing carried out on the camera phone: 
the photo file, including its embedded metadata, is then 
sent to a Web service (either by FTP/HTTP upload or 
simply by email) with greater information, 
computation and communication resources at its 
disposal for further processing. 

3.2. Assuming who was nearby 

The Web service reads the metadata in the header 
block of the photo and finds the Bluetooth addresses, 
GPS co-ordinates and time of capture. The goal now is 
to map each of the Bluetooth addresses to the identity 
of the person who carries that device. The Web service 
uses the addresses as search keys to query the FOAF 
Query Service and find the profiles belonging to the 
owners of the identified mobile devices. This is similar 
to the PhotoCompas [4] tool’s use of existing Web 
services to provide further context metadata on several 
recall cues (e.g. meaningful place names, weather 
conditions4, whether it was before/after dusk/dawn5,
and nearby landmarks6). 

Once the RDF model of each person has been read, 
their URI identifier, real name and a "see also" URL 
link to more information about them can be navigated 
to using the Jena Java packages to traverse the 
<foaf:name> and <foaf:seeAlso> predicates of the 
FOAF ontology. These snippets of information are 
used to create a small segment of RDF metadata 
describing that this person is assumed to have been 
nearby (not necessarily as a subject in shot: that will 
come later) to the scene depicted in the photo. This 
RDF is then embedded into the header of the photo 
file. 

3.3. Counting & locating subjects 

At this stage the 3rd most important photo recall 
cue (who was nearby at the time of capture) has been 
annotated to the photo, but a further step can be taken 
to help resolve the 2nd most important recall cue: the 
number of subjects who are actually depicted in shot. 
This step takes advantage of face detection tools such 
as that provided by Intel's OpenCV library7 which can 
locate faces in the photo with reasonable accuracy. A 
user interface will be provided at this step to allow the 

                                                       
4 http://www.wunderground.com 
5 http://aa.usno.navy.mil 
6 http://www.alexandria.ucsb.edu
7 http://www.intel.com/technology/computing/opencv
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user to manually point out faces that the face detection 
tool has failed to detect or to delete false positives as 
illustrated in Figure 1. Once the location of 
unidentified subjects in the photo has been determined, 
a set of anonymous placeholder RDF metadata 
describing the location and number of subjects is 
created and embedded in the photo header block. 

Figure 2. OpenCV Face Detection 

3.4. Suggesting identities as subjects 

These 2 useful recall cues can then be used as a base 
to take a further step to resolve the most important 
recall cue of all: the identities of the subjects depicted 
in the photo. So far the metadata can describe the 
number and location of subjects in the photo and can 
provide a pool of nearby possible identities for 
subjects. Each identity in this initial pool is given a 
higher probability weighting for suggestion to the user 
for annotation. Next, an approach used by 
PhotoCompas [7] is used: available event (time and 
place) metadata in the photo is compared to that from 
previously annotated photos. Photos found to be taken 
at approximately the same event record that a 
particular person or group of people were also present, 
and so this set of identities have their suggestion 
probability weighting increased proportionately to how 
close to the current photo’s event they were captured. 
With this complete, a list is created from the identities 
ordered by probability for suggestion with the most 
probable at the top. 

At this stage some manual input is needed in the 
form of a user interface, and so the same number of 
identities from the top of the suggestion list as there is 
unidentified subjects is presented to the user, along 
with a view of the photo with located faces 
highlighted. In this way the user is presented with the 
most likely values for annotation without being 
overloaded. The user drags and drops the identities 
from the list to the faces in the photo, and every time 

they do this their input is used to carry out further 
analysis. Firstly, once the user indicates a person to be 
a subject, that person is removed from the list and the 
list becomes shorter. Secondly, another feature of 
PhotoCompas [7] is adopted: past photo annotations 
are used to determine how many times other people are 
co-depicted in the same photo alongside the identified 
subject. This approach assumes that co-depiction 
indicates some form of acquaintance. Each co-depicted 
identity has their weighting increased proportionately 
to how many photos they are co-depicted in with the 
identified subject. 

Thirdly, the identified subject’s FOAF profile 
model is used to determine who they know by 
traversing the <foaf:knows> predicate of the ontology 
using Jena. Friends and acquaintances are more likely 
to be co-depicted in a photo. So each of the people that 
the identified subject states they know in their profile 
has their probability weighting for suggestion 
increased. In this way even acquaintances never 
previously co-depicted in a photo alongside an 
identified subject can be suggested for annotation. The 
corner of the Online Social Network that a group of 
friends inhabit should be quickly converged on through 
the rapidly increasing weighting of those people who 
know multiple identified subjects in a photo. At this 
point the list is refreshed with the updated probability 
weightings in real time. The end result is that the tool 
learns from the user’s input: the more identities the 
user selects from the list, the more accurate the list 
becomes. 

However, text input from the user is still essential to 
be flexible in situations where there is no other 
metadata from the same event, Bluetooth was not 
enabled on some people's devices or a FOAF profile 
cannot be found. Text input with auto-completion will 
be incorporated into the drag-and-drop matching from 
the priority-ordered list of suggestions created from the 
pool of geographically, temporally and/or socially 
close identities on to the faces in the photo. 

4. Related work 

Caliph & Emir [8] are 2 tools: Caliph is a photo 
annotation tool and Emir is a photo retrieval tool using 
queries on annotations. They employ semantic 
annotations using MPEG-7 to embed the metadata 
right inside the photo files. They both provide the 
option for graphical manipulation of the semantic 
descriptions and user queries which is very useful for 
user comprehension and ease of use. While they allow 
for expressive, quite interoperable, mobile annotations, 
there is little annotation automation or suggestion. 
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Schreiber et al [3] have developed an approach to 
annotate catalogue images using knowledge stored in 
RDF schema. While being very expressive and 
interoperable, the annotations must be stored in a 
separate RDF file which hampers mobility. There is 
also no automation. In another approach [9] they use 
existing ontologies to aid automation somewhat but 
this approach is inappropriate for use with user photos 
because it concentrates on art collections with well 
known background knowledge. 

PhotoCompas [4] combines temporal and 
geographic data with existing Web services to 
automatically provide higher level context metadata on 
several temporal, geographic and event  recall cues. 
Given manual annotations from previous photos, it can 
also suggest the probable identity of subjects in 
consequent photos [7]. 

RDFPic [10] allows RDF metadata annotations to 
be embedded into the EXIF header block of JPEG 
images for good mobility. It allows custom schemas to 
be used, enabling expressivity and to a certain degree 
interoperability. There is no automation.

u-Photo [11] uses mobile device connectivity and 
sensors to show how context information can be 
automatically extracted from the surroundings and 
annotated to a photo at the time of capture. However, 
the goal of u-Photo is to use this information for 
remote monitoring and control of environments and 
not for annotation of photos with useful recall cues 

5. Future work 

The digital camera MIDlet to effect Bluetooth 
address harvesting and initial photo annotation has 
been implemented and the Web service for further 
processing is being implemented. Face detection tools 
will be assessed for use in supporting the process of 
locating faces in photos. Further research will be 
conducted to assess the feasibility of incorporating user 
profiles stored on mobile devices. The weighting 
algorithm described must be evaluated in the 
implemented tool against other tools. 

6. Conclusions 

The automation or semi-automation of photo 
annotation can alleviate the information overload on 
users searching for photos on the Web. To this end, 
Web services and Online Social Network ontologies 
can help solve the problems of expressivity, 
interoperability, mobility and automation in the 
domain of photo annotation. Mobile devices can be 
used to gather ground truth data about the scene at the 
time of a photo’s capture and input this data into Web 

services. Web services and ontologies can then infer 
and output higher level contextual information about a 
photo to aid automation of annotations which are 
useful in the recall of a photo by users. 
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